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1 Introduction

Black people are less likely to be employed, more likely to be arrested or shot while unarmed.
Women are very scarce at the top echelon of the corporate, academic and political ladders despite
the fact that (in rich countries at least) they are more likely to graduate from college, and get
better grades. While many in the media and public opinion would argue that discrimination
is a key force in driving these patterns, convincingly establishing that it is indeed the case has
proven much more difficult.

In its purest form, discrimination happens when a member of an identified group (women,
Blacks, Muslims, immigrants, etc.) is treated differentially by virtue of belonging to this group,
due to prejudice against, or distaste for particular group (?). When two people with different
backgrounds are treated differently, such as when Blacks are more likely to be arrested, it is of
course not necessarily because police officers are racist; the police officers might be observing
other characteristics and behaviors that help explain the higher arrest rate of Blacks absent any

kind of animus, and in fact any kind of consideration of race in the decision to arrest.



Economists distinguish “taste-based discrimination” from “statistical discrimination” 7, where
differential treatment is motivated by imperfect information: as a prospective employer, renter,
or car salesman, tries to infer the characteristics of the person but only has access to very imper-
fect information, she uses all the information available, including group membership. So police
officers may weigh race in their decision to arrest but they do not do so out of animus: they do
so because they know race to be predictive of criminal behavior.

While taste-based discrimination is both unfair and inefficient (simply consider how it con-
strains the allocation of talent), statistical discrimination cannot be immediately viewed as in-
efficient and is more easily defendable under the utilitarian argument. Indeed economists would
generally say that employers “should” statistically discriminate, as it is profit-maximizing, it is
not motivated by animus, and it has been argued by some as “fair” since it treats people with
the same expected (though not necessarily with the same actual) productivity identically.

In truth, the two notions may be more closely related than they appear. Among White
Americans, the deep prejudice against Blacks that is uncovered by implicit association tests
may be related to a vague notion that they are more likely to be in prison, and hence dangerous:
is this taste or statistical discrimination? If a group never interacts with another one, or never
experience them as employees or co-workers, they may be fairly ignorant about their quality. At
best this would mean that employing, electing, or renting to them may seem more risky which,
in the presence of risk aversion, is also source of statistical discrimination (?).

Most importantly, whether discrimination is taste-based or statistical, it may ultimately
result in genuine difference between groups, through self-fulfilling prophecies. If the stereotypical
girl is not good at math, talented women may become discouraged and not become good at
math. If teachers or employers assume that students of particular color are less smart, they will
invest less in them. Thus, discrimination, whether it is taste-based or statistical, can create or
exacerbate existing differences between groups. Discrimination that starts as taste-based and
inefficient can easily morph into the more “justifiable” form. “Valid” stereotypes today could
be the product of ambient animus, very much blurring the lines between the different theories
of discrimination.

A rich literature in economics, sociology, political science and psychology has used experi-
ments (in the lab and in the field) to provide considerable evidence that discrimination, which we

argue given the discussion above might adequately be broadly defined as differential treatment



because of group membership, exists. The first part of this chapter is devoted to the various
methods that have been used to measure such discrimination. We start by reviewing audit and
correspondence studies. Correspondence studies represent by far the largest share of field experi-
ments on discrimination so far; overall, they offer staggering evidence of pervasive discrimination
against minority groups all around the world. We summarize this research and review some its
key limitations. We also discuss a few alternative methods to measuring discrimination, many
of them having been used in the psychology literature and developed for the lab; we argue that
these alternative methods deserve more consideration by economists in interested in measures of
discrimination for their field research. These alternative methods include Implicit Association
Tests, Goldberg Paradigm experiments and List Randomization, and measures of willingness to
pay to interact with minority group members.

If discrimination is indeed pervasive, what are its costs to the underpresented groups, and
to society overall? The second part of this chapter reviews the work that addresses these issues.
In particular, we explore the work that has studied the consequence of discrimination, from
self-expectancy effects (e.g. about how the stereotypes and social identities that end up defining
some groups and directly affecting their performance and behavior) to expectancy effects (e.g.
how stereotypes and biases against minority groups may end up being self-fulfilling). We also
review a broader literature on the costs (and benefits) of the limited diversity in organizations
and groups that directly result from discrimination.

The third and final section of this chapter is related to the review of various interventions
and policies that have been proposed to undo or weaken discrimination. This section covers
topics such as the impact of role models, how contact and exposure to the minority groups
may change prejudice, as well as a large psychological literature on both socio-cognitive and
technological de-biasing strategies. We argue that a lot promising future field research is “ripe
for the picking” in this area given the large amount of theoretical and lab-based work that has

not yet been taken to the field.

2 Measuring Discrimination in the Field

Earlier research on discrimination focused on individual-level outcome regressions, with discrim-

ination estimated from the “minority” differential that remains unexplained after including as



many proxies as possible for productivity.!

Such regression approaches are well known to be unsatisfactory. The interpretation of the
estimated “minority” coefficient is likely to be problematic due to omitted variables bias. Specif-
ically, results of a regression analysis might suggest differential treatment by race of gender even
if the decision-maker (say an employer) never used group membership in her decision of how
much to pay an employee but it happens that race or gender are correlated with other proxies for
productivity that are unobserved to the researcher but observable by the employer. It is there-
fore impossible to conclude that the employer used group membership in her decision-making
process.

The traditional answer to this key difficulty of measuring discrimination in observational data
has been to saturate the regression with as many possible productivity-relevant individual-level
characteristics as available, but ensuring that the researcher observes all that the decision-maker
observes is a hopeless task.

Moreover, adding more and more controls to a regression could ultimately end up obscuring
the interpretation of the evidence. Consider for example the labor market context. Minority
workers might be best-responding to the discrimination they know to exist in the labor market
and could have simply sorted into industries where there is no or limited discrimination. Hence,
finding no racial gap in earnings after controlling for industry or employer fixed effects in a
regression may indicate that there is no discrimination at the margin, which is very different
from no discrimination on average. Also, as pointed out in 7, the variables the researcher controls
for might themselves be affected by discrimination. That is, disadvantaged groups may not have
access to high quality schools because of discrimination, yet they might, given their low human
capital accumulation, be paid the “fair market wage.” While one might still be tempted to
conclude from this that there is no discrimination in the labor market but instead discrimination
in the education market, that might not be right if the minority group’s expectations about labor
market discrimination drive their educational decision. In other words, a minority group member
may decide to under-invest in education if they expect that they will not be able to obtain labor
market returns for this education.

Audit or correspondence studies were developed to address these core limitations of the

1For a review of this earlier literature on the narrower topic of labor market discrimination, see chapter 48 by
”



regression approach to measuring discrimination. We review below both types of studies and
discuss the extent to which they address these limitations of the regression approach, but also

other new limitations they create.

2.1 Audit Studies

7, the best-known collection of audit studies exploring the extent of discrimination, describes

the audit method as follows:

Two individuals (auditors or testers) are matched for all relevant personal charac-
teristics other than the one that is presumed to lead to discrimination, e.g. race,
ethnicity, gender. They then apply for a job, a housing unit, or a mortgage, or be-
gin to negotiate for a good or service. The results they achieve and the treatment
they receive in the transaction are closely observed, documented, and analyzed to
determine if the outcomes reveal patterns of differential treatment on the basis of

the trait studied and/or protected by anti-discrimination laws. . .

Discrimination is said to have been detected when “auditors in the protected class are sys-
tematically treated worse than their teammates” (7). Note that this literature will typically be
silent on whether the discrimination is statistical or taste based.

Results from the earliest audit studies can be found in ?, 7, 7, ? | ? Cross et al. (1990), ?,
7, and 7.

Audit studies have been used in a variety of settings, not just the labor market. A well-
known early example of the audit method is offered by ?. In this study, pairs of testers (one
of whom was always a white male) were trained to bargain uniformly and then were sent to
negotiate for the purchase of a new automobile at randomly selected Chicago-area dealerships.
Thirty-eight testers bargained for 306 cars at 153 dealerships. Testers were chosen to have
average attractiveness. Both testers in a pair bargained for the same model of car, at the same
dealership, usually within a few days of each other. Dealerships were selected randomly; testers
were randomly assigned to dealerships; and the choice of which tester in the pair would be
the first to enter the dealership was also made randomly. The testers bargained at different
dealerships for a total of nine car models, following a uniform bargaining script that instructed

them to focus quickly on one particular car and start negotiating over it. Testers were further



instructed to tell dealers that they could provide their own financing for the car at the beginning
of the bargaining. In spite of the identical approach to bargaining, ? finds that white males
are quoted lower prices than white women or black (men or women). While ancillary evidence
suggests that the dealerships’ disparate treatment of women and blacks may be caused by dealers’
statistical inferences about consumers’ reservation prices, the data do not strongly support any
single theory of discrimination.

Another well-known audit study in the labor market is (?). That study investigates the
role of sex discrimination in vertical segregation among waiters and waitresses. Specifically,
two male and two female college students were sent to apply in person for jobs as waiters and
waitresses at 65 restaurants in Philadelphia. The restaurants were divided into high-, medium-
, and low-price categories, with the goal of estimating sex differences in the receipt of job
offers in each price category. We designed the study so that a male and female pair applied
for a job at each restaurant, and so that, on paper at least, the male and female candidates
were on average identical. The findings are consistent with discrimination against women in
high-price restaurants and discrimination in women’s favor in low-price restaurants. Of the
thirteen job offers from high-price restaurants, eleven were made to men. In contrast, of the
ten job offers from low-price restaurants, eight were made to women. In addition, information
gathered from restaurants included in the study suggests that earnings are substantially higher
in high-price restaurants, so that the apparent hiring discrimination has implications for sex
differences in earnings among waitpersons. Results are interpreted as consistent both with
employer discrimination and customer discrimination.

Another interesting application of the audit method is ? who had matched pairs of indi-
viduals apply for entry-level positions, probing the impact of a criminal record. The author
employed two black testers who formed a team, and another pair of white testers. Within each
team, one auditor was “assigned” a criminal record (this assignment was random and rotating
— that is, each tester played the role of an ex-convict at some point).? In total, 350 employers
were audited. The effect of the criminal record was both statistically significant and meaningful
in magnitude: 17% of actors with a supposed criminal record received a callback, compared to

34% of testers who said they had no criminal record. That is, an equally qualified candidate

ZPager argues that “[bly varying which member of the pair presented himself as having a criminal record,
unobserved differences within the pairs of applicants were effectively controlled.”



was rejected about half of the time if he had a criminal record. For black applicants, the effect
was even larger: 5% of African-American ex-convicts received a callback, compared to 14% of
Blacks with no record. Note that an African-American auditor without a criminal record was
about as likely to receive a callback as a white applicant with a criminal record.

Most audit studies do not explicitly test which theory of discrimination has most explanatory
power, even if they often informally discuss what forms of discrimination might or might not
be consistent with the observed patterns in the data. An exception is ? who recruited buyers
and sellers at a sports cards market and documented that minority buyers receive lower offers
when they bargain for a collectible card. One finding of 7 is that lack of information — and the
expectation that minorities are inexperienced — drives discriminatory behavior. Experienced
dealers discriminate more. Among experienced buyers, final offers to minorities are similar
to offers received by white men; but minorities require more time to achieve this outcome.
Moreover, List tries to rule out the taste-based explanations for the data by combining the field
data with results from a dictator game conducted in the lab with these card dealers. He finds
that nonwhite males receive roughly as many positive allocations in this game as white males
and interprets this pattern as evidence for the absence of taste for discrimination. Of course,
while a laboratory experiment is a useful complement to the field study, the behavior of dealers
in the dictator game, on its own, does not prove that taste-based discrimination is absent during

actual market transactions.

2.1.1 Limitations of Audit Studies

Many of these weaknesses of audit studies have been discussed in 7 and 7. First, these studies
require that both members of the auditor pair be identical in all dimensions that might affect
productivity in employers’ eyes, except for the trait that is being manipulated. To accomplish
this, researchers typically match auditors on several characteristics (height, weight, age, dialect,
dressing style, hairdo) and train them for several days to coordinate interviewing styles. Yet,
critics note that this is unlikely to erase the numerous differences that exist between the auditors
in a pair.

Another weakness of the audit studies is that they are not double-blind. Auditors know the
purpose of the study. As 7, note: “The first day of training also included an introduction to

employment discrimination, equal employment opportunity, and a review of project design and



methodology.” This may generate conscious or subconscious motives among auditors to generate
data consistent or inconsistent with their beliefs about race or gender issues. As psychologists
have documented, these demand effects can be quite strong. It is very difficult to insure that
auditors will not want to do “a good job.” Even a small belief by auditors that employers
treat minorities differently can result in measured differences in treatment. This effect is further
magnified by the fact that auditors are not in fact seeking jobs (or trying to buy a car for

themselves) and are therefore more free to let their beliefs affect the interview process.

2.2 Correspondence Studies

Correspondence studies have been developed to address some these more obvious weaknesses of
the audit method.? Rather than relying on real auditors or testers that physically meet with
a potential employer or potential landlord, correspondence studies rely on fictitious applicants.
Specifically, pairs of resumes or letters of interest for a potential rental are sent in response to
a job or rental advertisement. One of the resumes or letters of interest in each pair is assigned
the perceived minority trait, and discrimination is estimated by comparing the outcomes for
the fictitious applicants with and without the perceived minority trait. The most common, but
not exclusive, way to manipulate the perceived minority trait has been through the names of
the applicants (e.g. Female names, African-American names, Arabic Names, etc). Outcomes
studied in a correspondence study have been mainly, but not exclusively (see below) limited to
measuring call-backs by employers or landlords in response to the mailed or emailed fictitious
application.

The correspondence method presents several advantages over the audit method. First, be-
cause we only rely on resumes or applications by fictitious people and not real people, we can
be sure to generate strict comparability across groups for all information that is seen by the
employers. This guarantees that any differences we find are caused solely by the minority trait
manipulation. Second, the use of paper resumes insulates from demand effects. Finally, because
of relatively low marginal cost, one can send out a large number of resumes. Besides providing
more precise estimates, the larger sample size also allows to examine the nature of the differen-

tial treatment from many more angles, and hence to link it more closely to specific theories of

3We discuss in section ??? other weaknesses that are shared by the correspondence studies. We also discuss
in that section added weaknesses of the correspondence tests compared to the audit method.



discrimination.

Although ? call correspondence tests a “significant methodological advance,” and a review
of discrimination in the marketplace published about fifteen years ago (?) discussed only ob-
servational and audit studies, the method is actually not that new. Fictitious applications and
resumes have been sent to employers in order to uncover racial or religious discrimination nearly
half a century ago.? However, the number of correspondence studies in economics has greatly
increased following 7. In this paper, they study race discrimination in the labor market by
sending fictitious resumes in response to help-wanted ads in Boston and Chicago newspapers.
To manipulate perceived race, they randomly assign very White-sounding names (such as Emily
Walsh or Greg Baker) to half the resumes and very African-American-sounding names (such
as Lakisha Washington or Jamal Jones) to the other half. To study how credentials affect the
racial gap in callback, they also experimentally vary the quality of the resumes used in response
to a given ad. Higher-quality applicants have on average a little more labor market experience
and fewer holes in their employment history; they are also more likely to have an e-mail address,
have completed some certification degree, possess foreign language skills, or have been awarded
some honors. In practice, they send four resumes in response to each ad: two higher-quality and
two lower-quality ones. They randomly assign to one of the higher- and one of the lower-quality
resumes an African-American sounding name. In total, they responded to over 1,300 employ-
ment ads in the sales, administrative support, clerical, and customer services job categories and
send nearly 5,000 resumes. They found that white names receive 50 percent more callbacks for
interviews, and that the call-back rate increased with resume quality, which they take as an

indication that statistical discrimination is unlikely to be the whole story.

2.2.1 Correspondence studies in the labor market

The main results of labor market correspondence tests are reviewed in Table 1.

As is clear from Table 1, labor market correspondence studies have by now been carried in
many countries around the world and have focused on a variety of perceived traits that can
be randomized on a resume. Below, we review some of these studies in more details, focusing

in particular on those that have attempted to go beyond simply documenting whether or not

4See ?,?, 7, 7, and ? for early studies. One caveat is that some of these studies fail to fully match skills
between minority and nonminority resumes.
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differential treatment occurs based on perceived traits, and towards understanding which theory
of discrimination may best fit the patterns in the data; one of our bottom line below though
will be that, unfortunately, the studies have tended to be close replications of the original
? for different populations or contexts. The literature has failed to push the correspondence

methodology to design approaches to better test for various theories of discrimination.

Race, ethnicity Studies of labor market discrimination based on race and ethnic background
have been by far the most popular application of the correspondence method to date. While
publication bias is always a concern, the results of correspondence studies where the trait of
interest is race or ethnicity offer overwhelming evidence of discrimination in the labor market
against racial and ethnic minorities.

Evidence has been accumulated from nearly all continents: Latin American (Peru, where
whites are compared to indigenous applicants ?), Asia (China, where Han, Mongolian, Uighur,
and Tibetan are compared ?7), Australia (where indigenous Chine and white are compared, ?
), Europe (where immigrants are compared to non immigrants in Belgium ?, Ireland 7, etc.).
Immigrants and non immigrants are also compared in the US (?), where the call back rate for
Albanian sounding names are is almost as low as that of the Blacks.

Various researchers have attempted to adapt the correspondence method to learn more about
which theory of discrimination fits the patterns in the data best. The most common approach
has been to try to provide corroborative evidence for (or against) statistical discrimination.

As discussed above, 7 sent four resumes in response to each job posting, two higher-quality
ones and two lower-quality ones. They found that whites with higher-quality resumes receive
nearly 30-percent more callbacks than Whites with lower-quality resumes. On the other hand,
having a higher-quality resume had a smaller effect for African-Americans. In other words, the
gap between Whites and African Americans widens with resume quality. While one may have
expected improved credentials to alleviate employers’ fear that African-American applicants
are deficient in some unobservable skills under a statistical discrimination explanation for the
overall discrimination, this was not the case in their data. 7 argue that one simple alternative
model that may best explain the patterns in their data is some form of lexicographic search by
employers: “Employers receive so many resumes that they may use quick heuristics in reading

these resumes. One such heuristic could be to simply read no further when they see an African-
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American name. Thus they may never see the skills of African-American candidates and this
could explain why these skills are not rewarded.” In section XXX, where we discuss what affects
discrimination, we return to this hypothesis, including potential tests and policy implications.
These findings are replicated in ?: Blacks received 14 percent fewer callbacks compared to whites
and discrimination was not mitigated when productive characteristics were added to a résumé.

Some studies find results more supporting of statistical discrimination. 7 submitted 12,910
resumes, sent in response to 3,225 job postings in Canada. First, he compared (fictitious)
applicants who had a foreign name, but who attended a Canadian (or foreign) university and
had work experience in Canada. The call back rate is 1.39 for foreigners vs Canadian if they went
to a Canadian university, and 1.43 for a foreign university. The call back rate fell dramatically
if the job experience was mixed (1.85) or purely international (2.71). Moreover, candidate with
Chinese last name used an English first name (Allen and Michelle Wang), their prospects on the
job market improved. This raises the possibility that a large fraction of the “discrimination”
is either statistical discrimination, or direct inference that the candidate’s English is likely to
be poor. However, even for foreign sounding names with Canadian higher education and labor
market experience the call back rate is still 1.39, which is in line with the other studies comparing
immigrants and non immigrants in the US. This is still a sizeable difference. The fact that
employers make rationale inference on the employees on the basis of the resumes does not rule
out the fact that there may remain implicit discrimination.

Perhaps even more striking, 7 sent out 528 pairs of applications in Germany to study the
effect of a Turkish-sounding name. The German-to-Turkish callback rate was 1.29 when no
reference letter is included. Discrimination was eliminated when a reference letter, contain-
ing indirect information about productivity (such as conscientiousness and agreeableness) was
added, which the authors interpret as evidence of consistency with statistical discrimination.

It is interesting that the “soft information” present in the letter appears to remove the
difference in call back rates even though other, harder information does not in other studies. It

would be interesting to probe this contrast further.

Gender There are fewer studies on gender, and discrimination against women at the call
back stage is much less apparent in general. Some studies attempt to show if the degree (and

nature of discrimination) depends on the nature of the profession. 7 sent paired applications
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for positions of IT professionals, drivers, construction workers, sales assistants, high school
teachers, restaurant workers, accountants, cleaners, pre-school teachers, nurses. Overall, women
are called back slightly more often then men. In male dominated professions, male have a slight
(insignificant) advantage. ? focused on female-dominated professions (waitstaff, data-entry,
customer service, and sales jobs). The callback ratio in favor of women was 1.28.

A key question of interest would be the extent to which there is a bias against women with
children, or against young women who may have children in the future. To our knowledge only
one study, 7, studies this aspect (in France). She sends resumes of women and men, with or
without children, of age 25 or 37. She finds. .. It seems that more work would be warranted on

this topic.

Caste and religion 7 use job characteristics for inferring the extent to which the upper caste
discriminate against lower castes (“scheduled” and “other backward” castes). They sent resumes
in response call center jobs software jobs in India. Upper-to-scheduled caste callback ratio for
software jobs was just 0.8 (and insignificant), while the upper-to-scheduled caste callback ratio
for call-center jobs was 1.37 (still insignificant). On the other hand, Upper-to-Other Backward
Caste callback ratio for call-center jobs was 1.6 and significant.® This could be related to
expected probability in call center (statistical discrimination), given the importance of a fluent
English, which may not be fully conveyed in the resume. They find no discrimination against
Muslims.

The potential impact of religion on job prospects in the US was explored by 7 Affiliation with
a religion was signaled through student activities.® The Control-to-Atheist ratio was 1.15 (not
significant), the Control-to-Catholic ratio was 1.15 (not significant) and the Control-to-Jewish
ratio was 1.15 (not significant). However, the Control-to-Evangelical ratio was 1.27 (marginally

significant) and the Control-to-Muslim ratio was 1.58, and significant at 1% level.

Unemployment spells More recently, researchers have applied the correspondence model to
better understand patterns of labor market discrimination against the unemployed. The results

appear to vary from study to study.

SUpper-to-Other Backward Caste callback ratio for software jobs was 1.08 and insignificant.
SA caveat, similar to the LBGT results below is that activism in a religious group signal more than just religion.
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? randomly assigned various characteristics (“contemporary unemployment, past unemploy-
ment immediately after graduation, past unemployment between jobs, work experience, and
number of employers”). Long-term unemployment did not harm job candidates’ chances, as
long as the applicant had subsequent work experience. However, if the applicant was unem-
ployed in the preceding 9 months, his or her callback probability fell by 20 percent.” ? found
that (current) unemployment spell longer than six months are particularly harmful: the rate
of interview requests for résumés with similar firm experience drops 1.13 percentage points for
each additional month of nonemployment up to six months, and once the candidate experienced
6 months of unemployment, interview requests fell by an extra 8 percentage points.

? relate these results to the inference problem of the managers. They replicate the result
that longer employment duration reduces call-back rate, but also shows that this depends on
the labor market conditions. Duration dependence is stronger in tight labor markets, suggesting
that employers use the information on the length of unemployment as a signal of productivity,

but recognize that the signal is less informative when the labor markets conditions are weak.®

Other charactetistics Resume studies are now using to try to detect discrimination in a
number of less obvious domains.

A literature has tried to estimate discrimination against LGBT candidates. The problem in
this case is to provide information that identifies a candidate at LGBT. In ? (which was carried
out in Sweden), gay identity was identified by the mention of a “spouse” of either gender in the
cover letter, and voluntary work in (LGBT or not) organizations. Professions studies included
those that are male-dominated (construction worker, motor vehicle driver, sales person, and
mechanic worker), female-dominated (shop sales assistant, preschool teacher, cleaner, restaurant
worker, and nurse), and neutral (a high school teacher). They find some mild evidence of
discrimination (ratio of 1.14), which could be due to the nature of the signaling (e.g. working
in gay pride, as opposed to the red cross, may be seen as a political gesture, not just revealing
an identity).? In Ttaly, ? finds higher discrimination (1.38) and in the US, ? find none.

Age has also attracted some attention, and several papers (7, 7, and ?) find that younger

"One caveat, as the authors acknowledge, is that not all employers necessarily view the gaps on the CVs as
implying unemployment.

8This may also explain the finding in ? since this particular study was carried out between March and
November 2007.

9The same could of course be true of carrying a very black name. We will return to this issue below.
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candidates are generally preferred. A fundamental issue is that it is hard to argue that age is
not necessarily a proxy for productivity: the direct impact of age on productivity cannot be
controlled by adding other variable ? tries to control for physical fitness with hobbies (e.g.
racquetball is supposed to indicate fitness) but this is moderately convincing.

Finally, physical appearance has also been studied: 7 studies obesity, 7, investigate the

Beauty premium.

2.3 Correspondence Studies in Other Settings
2.3.1 Rental Markets

Correspondence studies in the housing market have very much followed the same approach as
correspondence studies in the labor market. The main findings from the literature are summa-
rized in Table 2.

The rental market studies replicate, in methodology and basic results, those in the labor
market. The researchers typically identify rental ads, and send enquiries, manipulating the trait
of interest. Discrimination against Arabic name is found in Sweden (?), (?), (?). Discrimination
against Blacks and other minority ethnicity if found in ?, ? and ?. Discrimination against
immigrants (particularly muslims) is found in Italy in ? and Spain in ?. Discrimination against
LBGT is found in 7.

Another popular variation, parallel to the labor market literature is to provide more informa-
tion (e.g. job, etc). Interestingly, unlike what we found in most of the labor market literature,
positive information (e.g. “I do not smoke and I work full time as an architect”) reduces call
back ratios between white and the minority group, while negative information (“I am a smoker

and I have a less than perfect credit score”, or small spelling mistakes in the email) increases it.

2.3.2 Retail

The expansion of on-line platform allows researchers to look at the impact of race on retail.
There are currently much such fewer studies, but the door is wide open for more such studies
to be performed.

? studied the mechanisms behind ethnic discrimination in the online market for used cars in

Israel. This paper uses an innovative, two-stage approach. First, about 8,000 of paired emails
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sent to sellers of second-hand cars. First, an inquiry coming from somebody with a Jewish-
sounding name was 22% more likely to be receive a response than an email from an interested
buyer with a minority-sounding name. That is, the researchers were able to show that minorities
need to exert greater effort to engage in market transactions, where some amount of trust is
required.

Second, a follow-up phone survey was used to elicit sellers’ attitudes about minorities to
tease out the potential mechanisms. The researchers found that “Jewish car sellers who strongly
disagree with the statement that ‘the Arabs in Israel are more likely to cheat than the Jews’ do

2

not discriminate against the Arab buyer while others sellers do.” That is, expectations about
the quality of the transactions seem to explain the differential (average) treatment of Arabs.
This pattern is consistent with statistical discrimination.

? reports evidence from peer-to-peer lending sites. They find that loan listings with blacks

in the attached picture are 25 to 35 percent less likely to receive funding than those of whites

with similar credit profiles.

2.3.3 Academia

? ran a field experiment set in academia with a sample of 6,548 professors. Faculty members
received e-mails from fictional prospective doctoral students seeking to schedule a meeting ei-
ther that day or in 1 week; students’ names signaled their race (Caucasian, African American,
Hispanic, Indian, or Chinese) and gender. When the requests were to meet in 1 week, Caucasian
males were granted access to faculty members 26% more often than were women and minorities;
also, compared with women and minorities, Caucasian males received more and faster responses.
However, these patterns were essentially eliminated when prospective students requested a meet-
ing that same day. The authors argue that their finding of a temporal discrimination effect is
consistent is consistent with the idea in psychology that subtle contextual shifts can alter pat-
terns of race- and gender-based discrimination (a topic we return to in the last section of this

chapter).

2.4 Beyond the resumes

Employers have access more information than just the resumes. A very small number of studies

enrich the treatment but allowing employers to search for more (and different) information that

17



would typically be available in a resume.

Given the increasing popularity of online social networks, the contribution of 7 is particularly
interesting. They employ the correspondence method by submitting realistic applications to
job posting and they extend their experiments by creating either personal websites of social
networking profiles, which allow employers to gather additional information if they wish to.
The additional information that can be gleaned online about the job applicants relates to their
religion and sexuality. The question the paper is asking is whether extra information available
on line but not on the resume leads to discrimination: Would applicants whose identity is not
revealed in the application, but who appear to be Muslim (vs. Christian) or gay (vs. straight)
on a popular social network suffer unequal treatment?

To do so, they create distinct online profiles: one profile on a professional network and
another profile on a social network where the emphasis is on sharing photographs or leisure-
related comments, not job opportunities. The profile on the professional network was identical
across treatments (even the photograph was the same). The name used by researchers (selected
after careful testing) is not commonly associated with a particular race or religion. That is,
the “Arabic candidate’s name” was non-Arabic, but the candidate’s religion could be inferred
after some search on the social network. Omnly the profile on a social network contained cues
(Christian vs. Muslim or straight vs. gay).

The experiment finds that only a small fraction of employers use social media to conduct
additional inquiry about job candidates. '° Given the limited search efforts by employers, the
effects of group membership are generally small. The total effect of trait manipulation is not
statistically significant: 12.6% of applicants who appeared to be Christian received callbacks,
compared to 10.9% of candidates who appeared to be Muslim. About 10.6% candidates who
appeared to be straight males received callbacks, and the share of callbacks for seemingly gay
males was nearly identical.

The strength of this type of study is that researchers are able to study the impact of traits that
are traditionally not revealed on a resume. While some traditional correspondence tests have
tried to signal religious affiliation or sexuality through “extra curricular activities” described on

CVs, this type of disclosure might in itself be a signal on a resume (while it is entirely normal on

100\ easuring the exact number of visits to a social networking profile is not possible for several reasons, but the
authors estimate that at most one third of the employers tried to access the profile of the candidates.
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a network). As we noted, perhaps some candidates are punished for signaling not only religion
or sexual identity, but also a commitment to it as an identity. This may be what the employer
is reacting to, rather than the religion or sexual identity per se.

? focus on the impact of religion and LGBT status, the effect of other interesting and until
now mostly unexplored characteristics could be studied using a similar method. We mention
only a couple of possible avenues for future research. For example, would the size of a candi-
date’s network have an effect? Would employers infer that a “popular” candidate has valuable
social skills? Would attractive-seeming candidates receive more callbacks, or would attempts to
“choreograph” one’s online presence be viewed as an undesirable trait? Would candidates who
reveal their family status be treated differently than candidates who are more private? Clearly,

on-line field experiments offer a rich landscape for studying “what employers want.”

2.5 Limitations of Correspondence Studies

As we discussed before, correspondence studies have helped address some key weaknesses of the
audit study methodology. However, correspondence studies share some remaining weaknesses
with the audit studies, and also introduce new concerns.

Both correspondence studies and audit studies can only inform us about average differences in
hiring behavior. But we generally think that applicants care about the marginal response. Real
job seekers are likely to adjust their behavior during the search process in a strategic manner:
in other words, they will not apply for positions in a random fashion. So, while informative
about discrimination on average in a given setting, correspondence and audit studies are not
informative about discrimination at the margin, when real job seekers have fully optimized their
job search strategy to the realities of the workforce. This is related to a criticism raised by
Heckman and Siegelman in chapter 5 in ? who challenge the use of newspaper advertisements
in audit studies, referring to previous findings that most jobs are found through direct contract

with a firm, or via informal channels like family and friends:

[c|ollege students masqueraded as blue collar workers seeking entry level jobs. Apart
from the ethical issues involved, this raises the potentially important problem that
the Urban Institute actors may not experience what actually occurs in the these

labor markets among real participants
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Another drawback of field studies (both audit and correspondence) is that fictitious appli-
cants typically only apply to entry-level jobs. There are a few exceptions, and some of the
studies we describe above apply to skilled and experienced positions. But the bottom line is
that many jobs are never advertised and the extent of discrimination in the workplace overall
may be quite different from the discrimination that is measured at the entry point in the labor
market.

Yet another limitation of field studies (both audit and correspondence) is that the outcome
variables that can be studied are typically very coarse. In fact, here, the correspondence studies
are inferior to the audit studies. Most of the time, interview invitations or rental offers (“callback
rates”) are the only outcomes captured by simple field experiment (however, ? were able to
track transactions all the way to completion.) Obviously, because there is no real applicant, the
correspondence study methodology cannot be taken to the interview stage, job offer stage, or
wage setting stage, or to the stage at which people does or does not get an appartment. All of
this can be achieved in an audit study. However, even audit studies do not allow one to track
other important outcomes, such as work hours, working conditions, or promotions. The binary
outcome in the typical correspondence studies (call back or not) raises important issues about
how to conduct some of the analysis. What should be inferred about discrimination for the
employers that do not call back any of the fictitious applicants? Is that evidence of “symmetric
treatment”? 7?7 argue that if both the majority and minority candidate are rejected, that does
not constitute evidence of equal treatment. Only with more continuous outcome variables that
are typically not available to the researcher (such as the ranking of the job candidates by the
employer) would it be possible to resolve this tension.

Both correspondence and audit studies have also raised ethical concerns. Employers’ time
is bound to be a scarce resource. Researchers that carry out audit studies and correspondence
studies are using this scarce resource without the involved parties’ consent. A positive take
on this ethical issue is ? who argues that “[w]hen the research makes participants better off,
benefits society, and confers anonymity and just treatment to all subjects, the lack of informed
consent seems defensible.” However, many non-members of the scientific community would
probably offer a difference perspective. (In fact, List refers to experiments where subjects are

compensated — in the case of correspondence tests, we did not come across experiments where
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employers were actually compensated for their time.).!!

Another under-appreciated ethical issue is that when the “applicant” declines an offer, things
other than the anticipated consumption of the employer’s attention can occur. The employer
may “learn” (become convinced) that applicants with the attributes similar to those of the
fictitious candidate are unlikely to accept offers. If this really happens, it is possible that some
real job applicants will be treated differently (possibly less favorably) due to prior communication
with the researcher pretending to be a job candidate. But it also possible that after observing a
rejection or two from fictitious candidates, an employer may end up having the impression that
the market is tighter than he or she thought; screening could become then become less intense,
which might be beneficial for real jobless candidates (but potentially have a negative effect on
the employers). This is more likely to be an issue when there are few responses to a given add
(e.g. rental market) and thus the experimental add can bias the ratios.

A more subtle criticism by 7 is recently revisited in 7 relates to a more subtle. 7 show that
a troubling result emerges in audit or correspondence studies because the relevant treatment is
not linear in productivity as it might be for a wage offer, but instead is non-linear. That is,
we think that in the hiring process firms evaluate a job applicant’s productivity relative to a
standard, and offer the applicant a job (or an interview) if the standard is met. The intuition for
the critique is then as follows. Consider the simplest case in which the only difference between
blacks and whites is that the variance of unobserved productivity is higher for whites than for
blacks, for example. The correspondence study makes the two groups equal on characteristic
X1. The correspondence study does not convey any information on a second, unobservable
productivity-related characteristic, Xs. Because an employer will offer a job interview only if
it perceives or expects the sum (1 X1 + Xsto be sufficiently high, when X is set at a low level
the employer has to believe that X5 is high (or likely to be high) in order to offer an interview.
Even though the employer does not observeXs , if the employer knows that the variance of Xs.is

higher for whites, the employer correctly concludes that whites are more likely than blacks to

1 The method of correspondence studies has been taken to the dating market (e.g XXXX). We do not study
these contribution here because it is a bit difficult to talk about discrimination when referring to the choice of
whom to date, but the ethical dilemma of putting fake applications on a dating website also seem particularly
acute. As a conceptual aside, it is also not at all clear that one needs to send fictitious profile on dating web sites,
as it is already possible for the researchers to observe exactly the same observation that the decision maker has
when making a decision. There is thus no “unobserved” variable biasing the analysis and no information to be
gained from fictitious resumes. The exercise can be performed with observational data (See ?; 7; 7). This makes
the ethical concern particularly salient.
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have a sufficiently high sum of 81 X7 + Xo, by virtue of the simple fact that fewer blacks have
very high values of X5. Employers will therefore be less likely to offer jobs to blacks than to
whites, even though the observed average of X; is the same for blacks and whites, as is the
unobserved average of Xo. The opposite holds if the standardization is at a high value of Xj;
in the latter case the employer only needs to avoid very low values of X5, which will be more
common for the higher-variance whites. In other words, ? show that, even when there are equal
group averages of both observed and unobserved variables, an audit or correspondence study
can generate biased estimates, with spurious evidence of discrimination in either direction, or
spurious evidence of its absence.

Building constructively on this criticism, ? shows that if a correspondence study includes
observable measures of variation in applicants’ quality that affect hiring outcomes, an unbiased
estimate of discrimination can be recovered even when there are group differences in the vari-
ances of the unobservable. Neumark applies this to /citet* Bertrand:2004vu correspondence
study, and finds in the context of their data the evidence for race discrimination that adversely
affects blacks than is obtained is indeed biased upwards when differences in the variances of
the unobservable are ignored. Neumark explains how his method can be easily implemented in
any future correspondence study. All that is needed is for the resumes or applicants to include
some variation in characteristics that affect the probability of being hired. This is different from
what is often done in designing these studies, where researchers try to create a pool of equally-
qualified applicants. In contrast the researcher must intentionally create resumes of different
quality. Once she confirms that a set of productivity-related characteristics on the resumes
affected hiring outcomes, it should then be possible “conditional on an identifying assumption
that has testable implications” to detect discrimination.

The method rests on three types of assumptions. First, it is based on an assumed binary
threshold model of hiring that asks whether the perceived productivity of a worker exceeds a
standard. Second, it imposes a parametric assumption about the distribution of unobservables
that is necessary for identification in this case. Finally, to solve the identification problem high-
lighted by ? it relies on an additional identifying assumption that some applicant characteristics
affect the perceived productivity of workers, and hence hiring, and that the effects of these char-
acteristics on perceived productivity do not vary with group membership (for example, race).

This identifying assumption has testable implications in the form of overidentifying restrictions.
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Finally, it is remarkable that after dozens of correspondence studies, there has been only
limited refinement of the methodology to help discriminate between different theories of the
differential treatment that is being consistently observed. Employers must try their best to infer
future productivity of a candidate based on limited information. That is, applicants who belong
to different groups may experience different treatment even if discrimination, as understood by
Becker (differential treatment is motivated by prejudice) is absent and only statistical discrim-
ination is at play. Attributes beyond those intended by the researcher may be inferred by the
recipient. For example, ? suggest that black names may “provide a useful signal to employers
about labor market productivity after controlling for information on the resume.” This is clearly
true for age, as we noted. But this may be true for black names if the choice of a black name is
a political statement by the parent, accompanied by a different attitude towards schooling and
obedience. More generally, as we already mentioned several time, even if employers do not in
general see a particular identity as a sign of lower productivity (or want to discriminate based
on it), they may infer something from the fact that the person is wearing it on their sleeves.
After all, there was no difference in call back rate according to either religion or sexuality when
the information was available to the employer, but not in the resume (7).

The only approach that has been repeatedly used by researchers to try to separate statistical
discrimination from taste-based discrimination has been to compare differential gaps in outcomes
between pairs of minority and non-minority applicants with weaker or stronger productivity
attributes on their resume or applications. As more productivity relevant information is included
on the resume, average differences in unobservable between the minority applicant are reduced,
and statistical discrimination should also be reduced. But it is clear that this remains a very

indirect way to try to isolate taste-based discrimination among employers or landlords.

2.6 Beyond Call Backs

A very recent paper that breaks the mold of the typical correspondence study and deserves
particular attention is 7. This paper is remarkable in its ability to push the correspondence study
methodology forward, think beyond the pure call back data and avoid the problem inherent with
the “over-signaling” of particular trait, and refine our theories of discrimination.

The paper links two important ideas: attention is a scarce resource, and lack of information

about individual candidates drive discrimination in selection decisions (e.g. statistical discrim-
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ination is an important factor in selection decisions). While the existing models of statistical
discrimination implicitly assume that individuals are fully attentive to available information,
the paper develops and tests a model in which knowledge of minority status impacts the level
of attention to information about an individual and how the resulting asymmetry in acquired
information across groups — denoted “attention discrimination” — can lead to discrimination in
a selection decision. They argue that when a small share of applicants is above the bar, negative
stereotypes are predicted to lower attention, while the effect is opposite when most applicants
are above the bar.

They test for such “attention discrimination” in two field experiments: one in the labor
market and one in the rental market, both carried out in the Czech Republic, where they can
monitor the decision maker’s information acquisition about applicants. They created personal
websites for fictitious applicants and submitted rental applications in the Czech Republic, and
job applications in Germany and the Czech Republic). The advantage of using a personal sites
is that the researchers were able to track the exact number of visitors to the personal profile,
and therefore the share of landlords and employers who allocated additional attention to an
applicant. The authors also ran a “no information treatment” to compare whether including a
reference to a personal website changes the relative callback rates of whites to minorities (Asian
or Roma). Hence, the study was able to show whether a minority-sounding name 1) leads to
differential callbacks, 2) causes less or more search.

When no reference to a personal website was included then among these 451 rental inquiries
sent in the Czech Republic, applicants who appeared to be white received nearly twice as many
invitation to view a vacant apartment than individuals who appeared to be Roma or Vietnamese.
When a link to a personal website was included in a rental query (n=762), landlords were more
likely to click on it and to seek additional information if the applicant appeared to be belong
to a minority group. When a white applicant included a personal website, there appeared to
be no meaningful change in the number of invitations to view an apartment. When a minority
applicant included a link to a personal website, his invitation rate increased by 8 percentage
points. Hence, landlords paid more attention to the minority applicants and the availability of
the additional information through the website helped those minority applicants. The patterns
were quite different in the labor market. Based on their name alone, white applicants received a

75% to 180% boost in callbacks. Moreover, when employers read an application of a candidate
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who appeared to be Czech (rather than Asian), the probability that they will read his online
resume increased by 34%. That is, attention allocation was reversed.

The data can be explained by a model where attention is endogenously determined by the
type of the market. When the choosing entity needs to select “top candidates” then it will
allocate attention to candidates belonging to the group that, according to its priors, is stronger.
In markets where most candidates are accepted, some kind of a threshold rule might be used, and
the choosing entity will want to eliminate the weakest candidates. In that case (e.g. a housing
market), more attention would optimally be allocated to members of the group that is viewed a
priori less favorably.'? These results supports a role for endogenous attention, which magnifies
the role of prior beliefs in discrimination. The model implies persistence of discrimination in
selection decisions, even if information about individuals is available and there are no differences
in preferences, lower returns to employment qualifications for negatively stereotyped groups, and
for policy, the important role of the timing of when a group attribute is revealed.

More effort to go use infrastructure like resume study to observe richer outcomes, more
tightly linked to specific theory, would revitalize this literature.

We now turn to other approaches to measuring discrimination, often more “lab based” and

more closely tied to a particular model of the root of discrimination.

3 Other Approaches to Measuring Discrimination

3.1 Implicit Association Tests

The implicit Association test (IAT) is a computer-based test that was first introduced by 7.
Developed by social psychologists Greenwald, Nosek and Banaji and other collaborators, the
TAT provides a method to indirectly measure the strength of association between two concepts.
This test relies on the idea that the easier a mental task is, the quicker it can be performed. When
completing an IAT, a subject is asked to classify, as rapidly as possible, concepts or objects into
one of four categories with only two responses (left or right). The logic of the IAT is that it will be

easier to perform the task when objects that should get the same answer (left or right) somehow

12Note, however, that in the Czech Republic, online resumes of candidates who appeared to be Roma were
inspected at roughly the same rate as the resumes of candidates who appear to be white. In spite of this result,
most the data in ? is consistent with an endogenous attention model.
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go “together”. '3 The typical IAT consists of 7 “phases,” including practice phases to acquaint
the subjects with the stimuli materials and rules. Consider for example an TAS designed to assess
association strengths between categories of black and white and attributes of good and bad. The
practice phases are used with the materials and sorting rules. In the first of these phases, subjects
would only be presented with faces as stimuli and be asked to assign white faces to one side
and black faces to the other; in the second, subjects would only be presented with words as
stimuli and be asked to assign pleasant words to one side and unpleasant words to the other. In
the test phases, subjects are asked to simultaneously sort through stimuli representing the four
concepts (black, white, good, bad) but with again only two responses (left side or right side). In
two of the test phases (the “stereotypical” test phases), items representing white and good (e.g.,
white faces and words such as wonderful) need to be placed on one side of the screen, and items
representing the concepts black and bad (e.g., black faces and words such as horrible) need to
be places on the other side of the screen. In the other two test phases (the “non-stereotypical”
phases), items representing the concepts of black and good need be placed on one side of the
screen, and items representing the concepts of white and bad need to be placed on the other
side. The extent to which an individual dislikes black faces (in this case) is then measured by the
difference in response time (measured in millisecond) between the stereotypical phases and the
non-stereotypical phases. 4. Two broad kind of IAT are pertinent to discrimination: if attitudes
or overall preferences are the issue, the category (e.g. black/white) is associated with words that
represent good/bad (as in the example we just gave). Alternatively, one may be interested in
the association between a category (e.g. male/female) and a particular trait or attribute (e.g.
career/family, e.g. Nosek et al (2002)). The first kind is called attitude IAT, and the second
stereotype or belief IATs. Other types of IATs include self-esteem IATSs (e.g. categories are self
and other and words are either positive or negative). Since the publication of the original IAT,
there have been hundreds of IAT studies, many of which try to capture attitudes that could give
rise to discrimination (against black people, Muslim, women etc.), or phenomena more akin to
statistical discrimination (women and math, women and career, women and politics, etc.). There
are also a number of meta-analysis, review articles, and criticisms papers. It is not the scope of

this paper to review all of this literature. One important take-away from this literature though

13Gee ? for an excellent introduction to IATs.
141n practice, of course, a number of choices must be made about how to use the data, and this is reviewed in ?
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is that TATs to do seem to be capturing something about attitudes, perhaps more accurately
than self-reports. ? conducts a meta-analysis of 122 research reports using the IAT. They
show that there is a strong correlation between implicit and more standard explicit measures.
However, the IAT appear to be a better predictor of actual behavior than explicit reports,
particularly for sensitive subjects such as racial preferences (for which they have 32 samples
with IAT measure, explicit measure, and questions about behavior). For example, implicit
bias predicts a more negative judgment of ambiguous actions by a black target (?), as well as
more negative non-verbal behavior (less peaking time, less smiling, etc) during an interaction
with a Black subject (7). Some studies have also shown some mechanisms for those effects, e.g.
showing that participants who exhibited greater implicit distaste of Black people were more likely
to detect aggression in a black (but not white) face (?). Only a few studies have investigated
whether these differences in implicit attitudes are associated with different behavior in the field.
Doctors with stronger anti-black implicit attitudes were less likely to prescribe thrombolysis for
myocardial infarction to African American patients, compared to white patients (7). 7 tried to
relate the behavior of recruiters in a correspondence study in Sweden (focusing on Arab-Muslim
vs Christian) to recruiter-level measures of implicit discrimination they collected later. They
unfortunately were only able to interview 26% of the recruiters they were targeting, but among
those, they did find a correlation between implicit distaste of Arabs as measured in an IAT test
and the tendency to not call back a resume with an Arab-Muslim name on it. IATs have been
subject to a number of criticisms and questions, mainly regarding their interpretation. First,
to the extent they differ from explicit attitudes, do they reflect something “deeper” about the
individuals and are they more “true” than the self description in any sense? Do IATSs really
identify prejudice? What does it mean for someone not to feel that there are prejudiced against
blacks but have their IAT showing automatic white preferences? (7). On this last question,
? would argue that conscious unbiased attitudes cannot be relied upon in all circumstances,
and that IATs may capture unconscious attitudes that may be more relevant in explaining
behaviors in other circumstances. Hence, it might be very wrong to conclude that “if prejudice
is not explicitly spoken, it cannot reflect a prejudicial feeling” (?). Also, do IATs measure the
prevalent culture or individual attitudes? For example if a person identifies women with family
more than with career, is she exerting a value judgment or stating, in a sense, a fact of life?

There is in fact considerable variability in the measured implicit attitudes, and the correlation
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between those and explicit attitudes, between the different IATs in similar domains, as well as
between AT attitudes and behavior, does seem to indicate that there is some signal about the
individuals. This does not mean that the IAT can be considered to be a reliable measure of the
attitude of any particular individual (at best it is measured with considerable noise). However,
it means that IAT may be good measurement tools for the propensity for a group to discriminate
towards each other. In this context, it is a little surprising that IAT have rarely been used by
psychologist as outcomes: although there is very little discussion on the subject, and very little
data, it seems that many social psychologists consider those attitudes to be “hard wired” and
not easily influenced by environmental factors. This is however entirely an empirical question,
and as economists, we may be more interested in the extent to which attitudes can be influenced
(by experiences, the environment, or specific interventions), than in their pure measurement at
a point in time. Using [ATs as an outcome variable also helps side-stepping the question of
whether they represent any deep truth about anybody: while the signal may be noisy, to the
extent it is indeed correlated with future behavior (which the psychologist have found), finding
out if it can at all be affected by the economic environment seems important. In recent years,
economics have started using IATs as dependent variables. For example, /citetpowerfulwomen
design and implement two IATs in West Bengal, India, to measure preferences towards female
leaders, and stereotypical association of women with domestic rather than political activities.
They then examine the impact of exposure to female leaders on these two measures (we will
discuss the results below). But our overall impression is that the technique is under-used in
the field. /citetlane2007usingl AT provide detailed and helpful instructions on how to build an
IAT. The software that is needed to construct and analyze the test (millisecond software) is
available for purchase. IATs can be designed with only verbal or image stimuli for population
who are not literate (this is what /citetpowerfulwomen use) and although they are more difficult
in populations who have had no experience with computers /citetpowerfulwomen eventually only

included subjects below a given age), they can be a very useful tool.

3.2 Goldberg Paradigm Experiments

Goldberg Paradigm experiments are laboratory versions of audit or correspondence studies.
They are named after a 1968 experiment by ?. In the original experiment, students graded

written essays, which were identical except for the male or female name of their author. This
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initial experiment demonstrated a bias: female got lower grades unless the essay was on a
feminine topic. Since then, a large literature in psychology has used the Goldberg paradigm
to identify discrimination against different groups, and in particular in the resistance to female
leaders (see ? for a review and meta-analysis of the literature on resistance to woman leadership).
In the typical lab experiment, a group of subjects is asked to review a vignette, describing
the behavior of a female or male manager (for example), or witness a confederate (male or
female) simulating a leadership situation. The participants are then asked to evaluate the leader
competence, or to say whether they would have liked to have them as leader for a task they
may collectively perform. Reviewing a large number of such studies, 7 do not find that, on
average, women leaders are evaluated significantly more negatively than men leaders. However,
they are in some circumstances, e.g. when the leadership was carried out in a masculine style (in
particular when the leader was projected to be authoritative). This confirms Eagly’s hypothesis
of “role congruence”: what people dislike is when women behave in a non-feminine way. Since
strong leaders must be assertive, but women must be demure, it makes it difficult for women to
be appreciated as strong leaders. The fact that the circumstances are artificial, and answers have
minimal stake associated with them, make those experiments less relevant, on their own, then
field-based correspondence tests. But one advantage of the Goldberg-style experiments is that
they can be easily, and finely, manipulated, which makes them good outcome measures in field
research (or field experiments). They can also be easily added to a standard survey instrument.
For example, /citetpowerfulwomen seek to find out how discrimination against female leaders is
affected by prior exposure. They administer two Goldberg-style experiments. In one, they ask
the participants to listen to a speech by a political leader, which is read either by a female or
a male actor (note that it is important that there are several male and female actors). In the
second one, they discuss vignette where women or men leader make decisions that are either
pro-male or pro-female. Each individual receives a randomly selected version of the speech and
vignette. The randomization is stratified by village, and hence by prior exposure to a female
leader (due to a policy of gender reservation). While this does not tell us the extent to which
any single person discriminates, one can learn whether, on average, exposure to a female leader
affects the extent to whic