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Appendix 1: Construction of Empirical Variables Used in the Analysis

The variables necessary to estimate the model are the age and retirement status in the years covered by the survey, the actual and potential earnings, pension benefits, the level of wealth as of 1992, and health status. There are three work-retirement states: full-time work, partial retirement, and full-retirement. Full-time work is defined as more than 30 hours per week and 1,560 hours per year. The 1,560 figure is 40 hours per week times 39 weeks per year and thus should be sufficient to cover occupations like teachers who would be classified as working even if they are interviewed over the summer. Partial retirement is defined as working more than 100 hours per year but less than 25 hours per week. Over a 52 week year, 25 hours per week would translate to 1,300 hours per year. Full retirement is defined as not working at all. Individuals who fall between full-time work and partial retirement, or between partial retirement and complete retirement, are classified on the basis of self reports, which have very few missing values in the survey. This means, for instance, that a teacher working 36 weeks at 35 hours per week (1260 total hours per year) would be counted as full-time if the self-reported retirement status was “not retired at all.”  Between survey dates, the retirement status is inferred based on questions relating to labor market activity between the surveys. Respondents are considered to be in poor health beginning in a year when they report “fair” or “poor” health in two successive interviews, or when they report “fair” or “poor” health in the last interview they completed. Alternative responses are “excellent,” “very good,” and “good” in these questions.

Actual earnings for full-time work are taken from the Social Security earnings record, if available. Earnings over the Social Security limit and in jobs identified as not being Social Security covered are imputed from information in the respondent interview. For respondents who did not give consent to having their earnings records included in the survey, earnings are imputed using the job history part of the survey, which covers the current or last job, the longest job, and other pension-covered jobs. Information about the total number of full-time work years is also used in these imputations. Whether or not the Social Security earnings record is available, earnings are projected forward using the tenure and experience coefficients from an estimated wage equation.
  If the last job ended involuntarily, the tenure variable is reset to zero in making these projections. The wages in partial retirement jobs are used for individuals who spent time in partial retirement. Otherwise the potential wages in part time jobs are estimated from an equation relating part time wages to full-time wages and a few other demographic variables and estimated over that part of the sample that had both part-time wages and full-time wages.


Given the earnings profiles of the two spouses, the Social Security formulas are used to calculate Social Security benefits for retirement at various alternative retirement dates for the husband and wife, assuming that respondents collect benefits as soon as they are eligible to do so. Using the same earnings profiles in conjunction with the stating date of any jobs with pensions, the benefits of defined benefit pensions for alternative retirement dates are calculated using the HRS pension calculator in conjunction with the information in the pension documents supplied by the employers. It should be pointed out that for confidentiality reasons, the HRS collected only the pension documents from the employer and did not try to obtain any information about the respondent, such as starting dates or amounts in pension accounts, from the employer. For defined contribution pensions, the contribution amounts are calculated year by year, and the balances are allowed to grow within the model at the stochastic rate of return. With this information about the earnings profile, Social Security benefits, and pension benefits, it is possible to calculate the lifetime resources available to the couple and the resources they could expect for any combination of retirement dates of the two spouses.


The prospective distribution of rates of return is based on the historical series calculate by Ibbotson Associates (2004) for various asset classes from 1926 through 2003. To combine these figures into a single rate of return we look at households in the HRS who have at least some stocks and/or bonds. We rank these households by total financial assets and take the middle 10 percent of the households to assess the distribution of assets among stocks, long-term bonds, and short-term financial instruments. We find that, on average, about 50 percent of these assets are in stocks, 5 percent in bonds, and 45 percent in bank accounts and certificates of deposit. We proxy the returns on these assets by using the Ibbotson returns for large company stocks, log-term government bonds, and treasury bills, respectively. The arithmetic mean of the real returns for this weighted average of securities is 5.3% with a standard deviation of 11% and a geometric mean of 4.7 percent.


Wealth is measured in the 1992 interview and is used only to get an estimate of the household’s time preference, which as indicated before is regarded as a fixed effect in the model. Roughly speaking, time preference is taken to be the value for which the observed wealth is consistent with the wealth that would be generated by the model. In this regard, wealth is considered to be wealth that could be used to finance retirement and includes financial wealth, real estate, business assets, and non-pension retirement assets (e.g., IRA’s). Excluded are the value of the residence and vehicles, on the grounds that many people may not use these assets to finance consumption in retirement. Excluded also is the stock value of Social Security and pensions. In this model, Social Security and pensions enter as a flow of benefits in the retirement years. Converting these future benefits into a stock value is ambiguous, give that time preference rates are heterogeneous in the model. Given the likelihood of measurement error in the wealth of individual households, we do not try to use information about the measured increases or decreases in wealth between the interviews in the course of estimating the model.


The HRS interviewed almost 4800 couples in 1992; the remaining households were primarily widowed or divorced single households. Not all of the couples are included in the sample, however. Appendix 1,Table 1 gives the various reasons why couples are excluded from the sample and the number couples lost for each reason. There are three numerically important reasons for exclusion, plus several minor ones. The first major reason for exclusion is that at least one of the spouses was married to a different partner at age 35. In general it is impossible to know the circumstances of the previous marriage and how it contributed to the current situation of the observed couple, so these couples are eliminated. The second reason is that one of the partners, usually the wife, does not have a career from which retirement is a meaningful concept. For present purposes, a spouse is considered not to have a career if there is no full-time work after age 49, or if the spouse worked full-time for fewer than half the years between age 40 and the last year of full-time work. For younger spouses who had not reached 49 by the end of the survey, they were considered to have careers if they were working it the last interview and had been working full-time 5 of the previous 10 years. This definition of career workers would include, for instance, a wife who dropped out of the labor force during her children’s schooling and then returned to work for a substantial period of time. Only 38 percent of the original 4767 couples come from two-earner families whose members had not divorced someone else after age 35. The final important reason for exclusion is that the survey did not include the employer report for a pension in the last full-time job. Pensions frequently have strong incentives to retire at specific dates, but without the employer reported pension documents it is very difficult to place those incentives at the correct dates. If those individuals are included, their retirement may be responding to economic incentives that we do not see, leading to biases in the measured strength of economic incentives on retirement. This is not such a problem for pensions in jobs before the last job; missing pensions for those jobs are imputed and the individuals are retained in the sample. Missing pension information reduces the remaining sample by around 41 percent. Most of the remaining exclusions from the sample are relative minor, with the exception of the exclusion for large business assets. Households with more than half of their total assets in the business asset category are excluded because frequently, business assets are held as a necessary adjunct to work and do not necessarily reflect a relatively low time preference.
Appendix 1: Table 1

Derivation of Sample from the HRS Data Set









   Observations     Observations









           Lost
       Remaining

Married couples in 1992, both interviewed





4767

At least one spouse divorced since age 35



734

4033

No career job

   Husband







476

3557

   Wife







          1764

1793

Ambiguity about whether jobs are Social Security covered

   Husband







  29

1764

   Wife








  11

1753

Full-time years unavailable in wave 3 or Social Security record

   Wife








126

1627

No full-time earnings in Social Security record or self report

   Husband







  12

1615

   Wife








  16

1599

No self-reported earnings, and Social Security earnings over limit

   Husband







  11

1588

   Wife








  10

1578

Relatively large business assets




129

1449

No pension provider record in last job

   Husband







381

1068

   Wife








217

  851

Final sample (couples)







  851
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Appendix 2: Issues in Estimating Time Preference from Asset Levels and Retirement 


In the estimation of the model, time preference is treated as a fixed effect. This means that a separate value of time preference is estimated for each household in the sample. In simple terms, we use the asset level as of a given year to infer the value of time preference by choosing the value of time preference so the wealth calculated by the model at a particular time just matches the household’s observed wealth at that time, and the retirement ages just match the observed retirement ages. 

The issue addressed by this appendix is that fixed effects cannot be pinned down exactly in stochastic models such as ours. The real question is whether the fixed effects can be pinned down to a good enough approximation to be useful in estimation and simulation. The analysis in this appendix reaches three general conclusions. First, the range of wealth values consistent with a given value of time preference is, while not infinitesimal, relatively small as compared with the overall range of wealth values. Secondly, the wealth values calculated from a simplified model which takes retirement as given at the observed values yields values which are relatively close to the median values calculated from the full model. And third, the time preference values calculated from the simplified model do a reasonably good job of distinguishing individuals with high time preference from those with lower time preference. Further analysis undertaken in the second part of this appendix examines the effects of exogenous shocks to wealth. That analysis reinforces these conclusions.


It is relatively easy to show why time preference cannot be pinned down exactly using observed assets and observed retirement dates. First, we can show that a range of observed asset levels may be consistent with a given level of time preference, even given a specific retirement date. Begin with a simple model with a single individual. Let  (  be a given level of time preference. Using this level of time preference, consider the range of values for  ε,  the leisure preference parameter. High values of  ε  will in general yield early retirement dates and low values will yield later retirement dates, and in general, the retirement date will decrease monotonically with higher values of  ε.  Because retirement dates in the model are discrete, this means that there will be a range of  ε’s  that is consistent with any given retirement date. Let the observed retirement date be  R,  and let the corresponding range of values of epsilon be bounded by  (1  and  (2.


Note that these values of  (1  and  (2  are dependent on the observed sequence of asset returns. If the asset returns, especially in the period leading up to retirement, are relatively high, then retirement at date  R  will occur at lower values of  (1  and  (2  than would be true if the asset returns had been lower. In effect, high asset returns decrease the marginal utility of consumption around retirement, so that the tradeoff between work and retirement occurs at a lower value of leisure preference than would be true if asset returns, and hence accumulated assets, were lower. Note that this discussion also implies that at a given level of  ε,  the retirement date will in general depend on the actual sequence of asset returns. Higher asset returns will lead to earlier retirement, given the level of epsilon.


Now suppose that we have the observed retirement date  R  and the observed sequence of asset returns, and we can compute the range of values  (1  through  (2  that is compatible with this observed result. The observed retirement date and the observed asset returns are still not enough to pin down the level of assets at any moment of time, for the following reason. Take two values of epsilon, call them  (3  and  (4,  both in the interval  [(1,  (2],  with  (3 < (4,  and consider the situation at some time period  T  before retirement. Given the subsequent actual asset returns, the individual will retire at  R  with both epsilon values, but the individual does not know that yet because the future returns are uncertain. If  (4  is close to  (2,  future asset returns only slightly above what will in fact will be actually observed would cause him to retire a year earlier, and his asset needs will be somewhat greater. For an epsilon value of  (3,  however, it would take somewhat greater returns to induce him to retire a year earlier. The upshot of all of this is that the higher the value of epsilon, the greater the a priori probability that asset returns will be high enough to induce an earlier retirement, and the more the individual would want to hold somewhat higher assets to allow for this possibility. Given the subsequent evolution of asset returns, the individual retires ex post at date  R  for both  (3  and  (4,  but the asset levels will be different for the two different values of epsilon. This demonstrates that observed retirement dates and observed asset returns are not sufficient to infer a unique path for asset values. Alternatively put, there is a range of asset values which may be consistent with retirement at a given date, even after observing the path of asset returns.


More precisely, for a given retirement date and a given path of asset returns, there is a range of asset values that is consistent with a given value of time preference. Inverting this relationship, for a given retirement date and a given path of asset returns, there is a range of time preferences that is consistent with a given value of assets. The question is, how wide is this range?  Are asset values sufficient to pin down the value of time preference fairly reasonably, or is the range of time preference rates consistent with a given value of assets so wide as to not impose any meaningful limits on behavior.


To answer this question, we have done extensive simulations for a hypothetical yet fairly typical individual. The characteristics of this individual are as follows. He was born in 1934, and his wife was born in 1936. The individual has a constant level of full-time real wages of $50,000 in 1992 dollars, and there are no pensions to complicate things. After age 50, he has an opportunity for partial retirement at $15,000 per year for half-time work, and if he were subsequently to go back to full-time work, the wage would be $30,000 per year. The wife works at a job paying $20,000 per year and retires at age 62. The individual has a Social Security PIA of $12,000, and the wife has a PIA of $4,000. In addition, they have non-wage income of $5,000 per year. This is meant to provide a consumption floor in this example, since some bizarre behavior can emerge for individuals trying to avoid having zero income with low probability.


The example uses preference parameters from our previous work on the stock market. Most significantly, the coefficient of age is 0.054. The example deviates from that previous work in that future changes in epsilon after the individual retires from full-time work are not anticipated. If changes in epsilon are anticipated, some strange behavior can result from individuals with high values of epsilon. High values of epsilon would normally be expected to cause individuals to retire early, but if they anticipate a reversion towards the mean after retirement, they may delay retirement so as not to set in play the reversion process. The result is that if individuals anticipate reversions in leisure preference towards the mean, there is a minimum retirement age below which no one will retire, no matter how high the initial value of epsilon.


One approach to overcoming this implication would frame the discussion of  ε  in terms of the disutility of work rather than the utility of leisure. However, this approach creates its own set of problems. With a high values of  ε,  individuals would quit full-time work as soon as they were allowed and then immediately come back to full-time work after the value of epsilon had started to revert back to the mean. This is especially a problem if the wage in the return to full-time work job does not present too much of a penalty relative to the wage in the original full-time job. It seems clear that the initial quit was not intended as a retirement, but merely as an event which triggers the reversion in  ε  toward the mean. It begs the question as to why they were in the original job to begin with, since this kind of a switch could have occurred at almost any time. In the end, these problems with having an anticipated reversion of  ε  toward the mean argued for making any reversion toward the mean unanticipated.


In the simulations, 101 values of time preference are considered in the 0 to 0.1 range. For each value of time preference, the stochastic dynamic model is solved, that is, a complete contingent decision tree is drawn up for possible outcomes of the stochastic variables. Values of epsilon are drawn randomly from the appropriate distribution, and the evolution of assets is calculated from the observed asset returns combined with the saving and work decisions taken from the contingent decision tree. The observations are grouped according to the date that the individual initially retires from full-time work, and the set of observations that match when the individual in fact retires from full-time work is used. For each observation in this group, the value of assets in 1992, which is when assets are observed, is noted, and the resulting distribution is drawn.


Figure 1 plots the 10th percentile, the median, and the 90th percentile of assets in 1992 for each time preference value in the range between 0 and 0.1, for an individual who retires at age 58, which for someone born in 1934 would be 1992. At a time preference of 0.02, for instance, the 10-90 percentile range would be from $260,000 to $375,000, which is a fairly wide range. Actually, the 50-90 percentile range is fairly narrow through virtually all of the values of time preference, but the 10 percentile line is considerably lower and, perhaps worse, is quite erratic. Upon further investigation, the problem turns out to be related to partial retirement. There is an additional random effect in the model,  γ,  which relates to the likelihood that an individual will retire from full-time work into partial retirement work rather than retire completely. At both the median and the 90th percentile, individuals are retiring completely at age 58. At the 10th percentile, the values of gamma were such that the retirement at age 58 is often into partial retirement, which frequently lasts for a number of years. Partial retirement, of course, adds additional future income and hence reduces the need for savings, which causes the 10th percentile line of assets in 1992 to be non-trivially lower than the other lines.


This suggests that one way to tighten the bounds of the 10-90 percentile range of assets is to separate the group that retires at age 58 according to whether the retirement was complete or whether it was into partial retirement. Figure 2 contains data only for simulations in which the retirement was full retirement at age 58. The bounds here are considerably tighter than for the previous graph. At a time preference of 0.02, the 10-90 range is from $325,000 to $375,000, or about 15%. A roughly similar percentage range seems to hold for most values of time preference. Although not shown in the figure, the range of the minimum and maximum values of assets for a given time preference rate are not very much larger than the 10-90 percentile range.

If we invert the graph, we can read the values of time preference that are consistent with observed values of assets in 1992 for someone who completely retires at age 58. For instance, having $325,000 in assets in 1992 would be consistent with time preferences in the range of 0.020 to 0.025. This can be expressed as roughly 0.0225 ( 0.025, or roughly ( 10 percent. Below a time preference of 0.02, individuals would have probably accumulated more than $325,000 in assets, and at time preferences above 0.025, individuals are unlikely to have accumulated that much in assets. This level of precision is perhaps not as great as might be desired, but it is enough to distinguish that time preference rates for individuals with $400,000 in assets are likely to be less than for individuals with $300,000 in assets. More to the point, perhaps, is that there is almost certainly likely to be a large difference in time preference rates for individuals with half a million dollars in assets relative to individuals with $50,000 in assets.


Before we leave this graph, we should say something about the apparent non-monotonicity of the graph. This does not appear to be the result of the fact we have to use discrete values of assets, of  ε,  and of  γ. These simulations use many more categories of these variables than would be possible in estimations, so many, in fact, that the simulations for a single individual take two or three days to calculate. Nor is it likely to be a statistical artifact. 100,000 simulations are done for each value of time preference, and this ought to be enough to minimize any statistical uncertainties. Upon investigation, it appears that the problem has several causes. First, although we use the same 100,000 values of epsilon for each value of time preference, the set of those 100,000 simulations representing retirement at age 58 (or any other retirement age) is not the same for each value of the time preference parameter. When time preference is 0.01, 7430 out of the 100,000 simulations represent retirement at age 58, while at a time preference rate of 0.02, only 6792 out of the 100,000 simulations retire at that age. So the set of observations which retires at a given age fluctuates as the value of time preference changes, and as a result the distributions of wealth can also change. Another factor is that the age 58 retirement applies along the path where both spouses are present, but the retirement age if the wife dies is not fixed. In this case, two values of  ε  yielding the same a retirement date of 58 for intact couples may give different retirement ages for a surviving husband, and this may cause different amounts of assets to be accumulated for different values of time preference. Another effect is that various non-linearities in the budget constraint may have different effects depending on the value of time preference.


Despite the slight irregularities in the curves, it is nonetheless clear that wealth can be used to distinguish individuals with relatively low time preference from individuals with relatively high time preference. While wealth cannot be used to pinpoint time preference exactly, it can be used to estimate time preference approximately. Our approach relies on this approximation. There are really only two alternatives. The first is to use the same time preference for everyone and generate the observed wealth distribution by means of an extended list of stochastic variables, including health and idiosyncratic returns to assets. This approach, even when it is successful, runs into a couple of problems. First, any time preference rate low enough to generate a reasonable percentage of individuals with substantial wealth will have difficulty generating a retirement spike at age 62, because with low time preference rates Social Security is roughly actuarially neutral at that age. Secondly, if the framework is such that the natural tendency of individuals to save is relatively uniform and the actual wealth distribution is the result of stochastic events, then the savings rates of relatively young individuals, before the stochastic events have had time to take effect, should be roughly uniform. But this conflicts with the observation that some individuals, almost from the outset, put high amounts into 401(k)’s while others almost immediately rack up credit card debt almost to the limit. A second alternative is to postulate a distribution, and it would have to be something other than a normal distribution, of time preference rates and estimate the parameters of that distribution. The approach has a couple of problems as well. Since the value of time preference for each individual comes from a distribution, the model has to be solved for at least a few different values of time preference, which computationally acts as another state variable and multiplies the calculation time accordingly. Also, from the graph being discussed, it is clear that such a procedure would result in values of time preference being used which are probably wildly inconsistent with the observed wealth measures.


Using individual effects for time preference also would normally involve a lot of calculations, since the value of time preference would have to be approximated, and such approximations would require the evaluations of at least a few values of time preference. However, in previous work we have used an approximation which calculates a reasonably accurate value of time preference with a small fraction of the calculations that would otherwise be needed. To do so, we fix the retirement date at the observed date (or expected date, if retirement has not occurred) and calculate wealth based on the resulting consumption-wealth model. With retirement fixed, state variables regarding Social Security and pensions can be eliminated, as well as calculations regarding the retirement decision. The state variable for  ε  can  also be dropped, since it bears only on the value of leisure which helps determine the retirement date. The resulting model can be evaluated, even quite a few times, with a fraction of the calculations that would be required for the full model.


The main issue is whether the approximate value of time preference from the simplified model matches the range of time preferences calculated from the full model. This is addressed in Figure 3. In this figure, the curve labeled “median” is the same curve as in Figure 2, and the curve labeled “quick rho” comes from the simplified model.  One would expect the wealth calculated from the simplified model to be a bit higher than in the full model. In the full model, as one approaches retirement, one response to having an unfavorable draw of asset returns is to work a bit longer. In the simplified model, this degree of adjustment is not available, so one would expect an individual to accumulate somewhat more assets. The figure is consistent with this. In the figure, the blue curve is the median wealth from the full model from the previous figure. The red curve is the wealth that is calculated from the simplified model. Note that it is a value, not a range, since the unobserved heterogeneity in epsilon is irrelevant in the simplified model. The red curve is above the blue curve, consistent is the argument that wealth should be higher in the simplified model. But the difference is quite small, both absolutely and in the sense that the solution of the simplified model lies well within there 10-90 percentile range of the full model. Although the figures do not show the 25-75 percentile range of the full model in order to avoid clutter, the wealth numbers from the simplified model are generally within the 25-75 percentile range. Thus the simplified model does appear to be useful for obtaining a reasonably good approximation to the time preference that would be generated by the full model.


The above discussion refers to situations where the individual goes from full-time work into full retirement. Figure 4 does the same exercise for individuals who transit from full-time work into partial retirement at age 58. The three curves again indicate the median and 10-90 percentile range of wealth for various levels of time preference. As with the graph for full-retirement, the range of wealth given time preference is relatively narrow as compared to the variation in wealth between those with low time preference and those with higher time preference. The main distinguishing feature of this graph is the noticeable bobble in wealth for time preference in the 0.065-0.085 range. It appears that this is a selection problem for individuals who partially retire at age 58. Of the 100,000 simulations at each time preference rate, around 500 simulations result in partial retirement at age 58 for time preferences around 0.06. As time preference rises to the 0.075 range, the number of simulations that result in partial retirement at age 58 drops to below 100. As time preference rises toward 0.09, the number of simulations with retirement at age 58 rises again to around 400. Thus, the group of simulations over which the wealth distribution is calculated is changing fairly markedly as the time preference is changing, so that the lack of monotonicity in the wealth curves is perhaps less surprising.


Another issue with the wealth curves for partial retirement at age 58 is how well the curves are approximated by the simplified model which fixes the retirement date. This issue is investigated in Figure 5. As this graph shows, the wealth calculated from the simplified model matches the median wealth calculated from the full model fairly well. Moreover, the curve from the simplified model smoothes out the irregularities in the curves from the full model, including the bobble at time preferences in the 0.065-0.085 range.



Figures 6 through 10 do the same kind of exercise, except that now the individual is observed to retire initially at age 62. The birth dates and potential earnings of both husband and wife are assumed to be the same as before, and the wealth is still observed on the same date. The figures are very similar to those for individuals initially retiring at age 58, except that as expected, the wealth amounts are lower to reflect that in 1992, the individuals still have a few years of earnings and savings left, and hence less need for wealth to finance consumption.

A comparison between comparable graphs for retirement at age 58 and retirement at age 62 also suggests that in imputing time preference from wealth, it is important to condition on the retirement age as well as whether the retirement is full or partial. If the retirement is into full retirement at age 62, for instance, the range of time preference rates consistent with a wealth level of $200,000 is 0.020 to 0.024. If, however, we look at retirement into full retirement at some time between ages 58 and 62, the range of time preference rates consistent with this wealth level grows to 0.02 to 0.045. The former range gives one a reasonably good idea of the time preference, but the latter is so broad that it is consistent with a much wider range of behavior. For instance, an actuarial adjustment which looks fair at a time preference rate of 0.02 may look very unfavorable at a time preference rate of 0.045.

Figures 11 and 12 look at the effects of introducing an unexpected negative shock to wealth at age 50. It is often argued that the wide differences in wealth are due to unexpected shocks to wealth. Note that these unexpected shocks to wealth must be idiosyncratic; shocks which are due to the general variability of overall asset returns are already built into the model. These two graphs consider two different kinds of shocks. The first is a shock which destroys 50 percent of assets at age 50, and the second is a shock which reduces assets by $100,000 (or by the entire amount of assets if assets are less than $100,000) at age 50. In both cases, the observed assets are measured in 1992, at which time the individual is 58.

The first thing to note is that these changes do not produce much of an effect for individuals whose time preference rates are 0.04 or greater. To some extent this is counterintuitive, since one might easily think that asset reversals should have a larger effect if one does not have a lot of assets. However, the explanation is relatively simple. Individuals with time preference rates of 0.04 or greater who plan to retire at age 58 will have just started to save for retirement at age 50, so the amount of assets at that age is small. Thus, these folks will not be affected very much by an asset shock at age 50.

Those with time preference rates around 0.01 would have accumulated around $200,000 in assets by age 50, so their assets would be reduced by approximately the same amount whether the reduction was 50% or $100,000. That is why the amounts these folks have in 1992 are about the same regardless of which reduction they faced. At a time preference rate of 0.02, individuals would have accumulated around $100,000 in assets, so the $100,000 reduction would have wiped them out, but a 50% reduction would have left them with $50,000. That is why the median assets of individuals with a 0.02 time preference rate are higher with the 50% reduction than with the $100,000 reduction. For time preference rates in the 0.02 to 0.04 range, assets at age 50 would be less than $100,000, and the $100,000 reduction would have meant that they would have to start over in any case. That is why the curves for the $100,000 reduction are relatively less sloped in this range. On the other hand, for time preference rates below 0.01, assets at age 50 are over $200,000, so the 50% reduction takes a larger share of assets than the $100,000 reduction does.


The question arises as to how individuals react to unexpected reductions in assets, and in particular, whether they increase future savings rates to make up part of the difference. First, note that $100,000 at age 50 would have approximately doubled by age 58, using the observed returns over the time period 1984 to 1992. For an individual with a zero rate of time preference, median wealth would have been around $690,000 without the unexpected reduction in assets and around $575,000 with it. If the individual had not made any changes in savings behavior, wealth would have declined by around $200,000, to $490,000. Thus, this individual appears to have increased savings by around $85,000 to offset part of the loss. The individual would have offset around 42% of the initial loss. For an individual with a time preference rate of 0.01, the wealth in 1992 would be around $490,000 without the unexpected loss and $385,000 with the loss. Thus this individual would have increased saving enough to replace almost 50% of the loss.


A related issue is how much an unanticipated loss causes the inferred time preference to be overstated. First note that here we are talking about unanticipated losses over and above any losses suffered by the asset markets as a whole, since market-wide losses are built into the model. Second, note that if the loss is in fact observed, it can also be built in and as a result the correct wealth could be inferred. Realistically, however, idiosyncratic losses over and above overall market losses are unlikely to be observed, and thus time preference inferences may be incorrect. The severity of this problem can be found by comparing the graphs with and without the loss. For instance, someone with a true time preference of zero who suffers a $100,000 loss at age 50 would have a median of $575,000 in 1992. Looking at Figure 1, someone with $575,000 would be inferred to have a time preference rate of 0.005 rather than zero. For someone with a time preference of 0.01, the $100,000 loss would reduce wealth to a median of $385,000 in 1992. If the loss is not observed, we would infer that a wealth of $385,000 is consistent with a time preference of 0.016. Thus, failing to observe a loss will cause time preference to be overstated, though not by huge amounts. Even with a sizeable loss, individuals with low time preferences are still imputed to have relatively low time preferences.


Finally, let us return to the central issue: Is heterogeneous time preference central to explaining the wide variation in wealth, even among individuals with similar earnings opportunities and who retire at approximately the same time? There are two general arguments as to why heterogeneous time preference is important. First, it is difficult for a uniform time preference to explain both the age 62 spike in retirement and at the same time explain the fact that some individuals have amassed large amounts of wealth. If time preference is uniformly low, Social Security is roughly actuarially neutral, and it difficult to explain the age 62 spike in retirement. If time preference is uniformly high, it is difficult to explain why any individuals accumulate significant amounts of wealth. The second argument had to do with how individuals might accumulate differing amounts of wealth in the presence of uniform time preference. Such explanations might include unexpected expenditures, for instance for health or some other cause, or atypical asset returns, as for instance happened to Enron stockholders, or unexpected wage trajectories, for instance a large promotion or a layoff. The common thread of all of these explanations is that they are ex post explanations. That is, at the beginning everyone expects to have about the same amount of wealth at retirement. However, some get hit with a bad health shock, others get hit with low asset returns, and others might experience lower than expected wage growth. But initially, all would have the same expectations of retirement wealth, and as a result they would all have similar savings rates. Also, there should be relatively little correlation between initial savings rates and ultimate wealth, conditional on earnings opportunities. If young individuals exhibit wide variations in savings rates, and even more if the initial savings rates are correlated with retirement savings, this is evidence that the final variation in wealth is due to variations in the lifetimes savings rates, which in turn reflects time preference rates. 
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Figure /. 90-10 Bounas, Full Retirement at 62
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Figure 8. Full Retirement at 62, Median vs. Quick Rho
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Figure 9. 90-10 Bounas, Partial Retirement at 62
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Figure 10 Partial Retirement at 62, Median vs. QuicK Rho
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Figure 3 Full Retirement at 58, Median vs. Quick Rho
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�  The wage equation is reported in Appendix Table 1 in Gustman and Steinmeier (2002). This equation suggests a wage drop of about 25 percent for an individual with 20 years of tenure who retires and then tries to return to work.
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