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Abstract

“Big G” typically refers to aggregate government spending on a homogeneous good. In this
paper, we open up this construct by analyzing the entire universe of procurement contracts of
the U.S. federal government and establish five facts. First, government spending is granular;
that is, it is concentrated in relatively few firms and sectors. Second, relative to private
expenditures its composition is biased. Third, procurement contracts are short-lived and
sectoral spending is only moderately persistent. Fourth, idiosyncratic variation dominates
fluctuations in spending. Last, government spending is concentrated in sectors with relatively
sticky prices. Accounting for these facts within a stylized New Keynesian model offers new
insights into the fiscal transmission mechanism: fiscal shocks hardly impact inflation, little
crowding out of private expenditure occurs, and the multiplier tends to be larger compared
to a one-sector benchmark, aligning the model with the empirical evidence.
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1 Introduction

What is “Big G”7 In the national accounts, G represents government spending—the part of
GDP that comprises government expenditures. This convention possibly helps explain why
research on fiscal policy typically entertains a somewhat crude notion of government spending
as a homogeneous good, isomorphic to GDP. In empirical and theoretical work, we frequently
refer to it as Big G, and the literature assumes policymakers can freely adjust it over time—in
response to the business cycle, or for other reasons. The recent “renaissance of fiscal research”
survey by Ramey (2019) has changed little in this regard. A number of recent contributions
have started to study the role of heterogeneity for the fiscal transmission mechanism but focus
exclusively on heterogeneity on the household side (McKay and Reis, 2016; Auclert, Rognlie,
and Straub, 2018; Hagedorn, Manovskii, and Mitman, 2019).

The starting point of our paper is the observation that Big G itself is fundamentally
heterogeneous. Government spending is not simply one large transaction. It is composed of
a large number of smaller transactions whose composition differs from the other components of
aggregate demand. Empirically, we first establish five facts about federal government spending
by characterizing its underlying heterogeneity. In light of these facts, we then reassess the fiscal
transmission mechanism through the lens of a stylized two-sector New Keynesian model. We find
that accounting for the heterogeneity of G has first-order effects on the transmission mechanism,
aligning the model prediction with the empirical evidence.

We construct our empirical anatomy of Big G using a database that has only recently
become accessible: USASpending.gov. The database provides detailed information on the entire
universe of procurement contracts by the federal government since 2001. For each year, the
database records several million government procurement transactions. While the data does not
cover all components of G, it is unique in detail and scope: it covers 40 percent of total federal
spending, and 16 percent of general government spending.! None of our facts are driven by
the procurements of the Department of Defense (DOD), and we show that the most important
facts also extend to state and local spending, which account for another 60 percent of general
government expenditures. In contrast to the existing literature, we focus on the heterogeneity
of government contracts and document key differences of government spending across firms and

sectors, differences relative to private spending, and differences in the degree of price rigidity.

!The largest components of federal spending outside of our analysis are government wages and R&D.

2There is important earlier work using procurement data by the Department of Defense (DOD) in order to
estimate fiscal multipliers or the effects of government spending shocks (Fisher and Peters, 2010; Nakamura and
Steinsson, 2014; Dupor and Guerrero, 2017; Demyanyk, Loutskina, and Murphy, 2019; Auerbach, Gorodnichenko,
and Murphy, 2020). The data set has also been used in other contexts, e.g. in order to assess the impact of
bureaucratic competence and procurement outcomes (Decarolis et al., 2020). Appendix A.2 discusses some of the
earlier work in more detail.



The first of our five facts is that government spending is granular in the sense of Gabaix
(2011). It is concentrated among a few firms and sectors. For instance, the largest 20 percent of
suppliers in terms of average annual contract value supply 99 percent of total federal government
spending and they are concentrated in a few sectors: firms in the largest three two-digit NAICS
industries are counter-party for more than 60 percent of all government contracts. Concentration
in defense and non-defense spending is similar: For example, the top 1 percent of firms capture
77 percent of government contracts in defense and 71 percent in non-defense. Granularity is
equally pervasive at the state and local levels where the top 30 six-digit NAICS sectors receive
78 percent, compared to 82 percent for spending federal contracts.

The second fact is the existence of a sectoral bias in government spending: the allocation
of government spending across sectors differs substantially from that of private spending. For
instance, the sector with the largest share in total government spending (manufacturing) receives
30 percent of government spending, but accounts for only 13 percent of GDP. Conversely, the
sector with the largest share in GDP (health care and social assistance) accounts for 12 percent
of GDP but less than 2 percent of government contract spending. Again, this fact characterizes
not only federal spending but state and local government spending as well. It is also not limited
to defense spending, but holds for non-defense spending as well. In earlier work, Ramey and
Shapiro (1998) stressed the importance of sectoral bias for the fiscal transmission mechanism.
Until now, however, no data were available to establish the sectoral bias of government spending
systematically.

Third, we show that government spending is only moderately persistent. The median
contract has a duration of 31 days and 90 percent of contracts last less than one year.
Appearances of firms in the data are short-lived: the median firm is in the data for less than
two years, while the firm with the median value of average annual contracts is in the data for
less than one year. In line with these disaggregated findings, persistence of sectoral spending
processes measured by an AR(1) coefficient is moderate at a business cycle frequency. It is also
subject to aggregation bias. At a monthly frequency, the estimated autoregressive parameter is
0.29 on average across sectors and 0.47 at the aggregate level, and respectively, 0.4 and 0.55 at
a quarterly frequency. These aggregation effects point to a dynamic aggregation bias caused by
heterogenous dynamics across sectors (Imbs et al., 2005) as well as time aggregation effects. Both
defense and non-defense contracts behave very similarly in aspects of duration and persistence.

Fourth, shocks at the firm and the sectoral level, that is, idiosyncratic shocks, dominate
the fluctuations in government spending over time. To establish this fact, we construct the
granular residual of government spending following the approach of Gabaix (2011) and find
that it explains 75 percent of monthly variation in aggregate government spending growth. An

alternative approach based on a decomposition of spending growth following Foerster, Sarte,



and Watson (2011) yields similar results. Lastly, we find that innovations to shock processes
estimated at the sectoral level have both large negative and large positive correlations for many
sector pairs. Inclusion of aggregate, time fixed effects explains very little of the innovation in
the data.

Fifth, government spending tends to be concentrated in sectors with a relatively high degree
of price stickiness. The monthly frequency of price changes in the top 3 2-digit NAICS sectors
is 11 percent while it is on average 22 percent for the remaining sectors in the economy. These
frequencies are estimated on the basis of the micro data underlying the producer price index
at the Bureau of Labor Statistics, but we find that the duration of contracts is consistent with
these estimates. The same patterns hold for defense and non-defense contract spending. Last,
we observe that the majority of contracts—over 85 percent—are “fixed price” in nature.

The facts we establish may be in line with folk wisdom and thus not appear surprising,
but what has been lacking so far is a systematic and quantitative assessment. What is more,
accounting for the heterogeneity of G along our five facts has first-order effects on the fiscal
transmission mechanism. In order to show this, we put forward a two-sector New Keynesian
model with government spending a la Woodford (2011). The model is deliberately stylized in
order to account for the five facts in a transparent way while departing from the conventional
one-sector model as little as possible. Importantly, rather than postulating a driving process for
G, as is commonly done, we model government spending at the sectoral level—in line with fact
4.

We establish a number of results, both in closed-form based on limiting cases and
quantitatively based on model simulations. In theory, if government spending goes up in a
sector where prices are fully flexible while they are sticky in the other, crowding out of private
expenditure can be infinite such that the government spending multiplier turns negative. In
the data, however, government spending is biased toward the sticky-price sector (fact 5) and a
fiscal shock in the relatively small and sticky-price sector toward which government spending is
biased (facts 1 and fact 2) induces a multiplier effect 3-4 times larger than a shock in the other
sector. We obtain this result while assuming a moderately persistent shock process, calibrated
to match fact 3. Moreover, we find that multiplier is larger the more flexible prices are in the
sector on which private expenditure is concentrated. Hence, it is not overall price stickiness that
drives the multiplier; instead the multiplier increases in the relative stickiness in the sector in
which government spending goes up. This result is in line with the finding that in multi-sector
economies the relative extent of frictions is key for aggregate dynamics (Barsky, House, and
Kimball (2007); Barsky et al. (2016), Gilchrist et al. (2017)).

To understand this result, recall that monetary policy is key for the fiscal transmission

mechanism in the New Keynesian model (Woodford, 2011; Christiano, Eichenbaum, and Rebelo,



2011; Farhi and Werning, 2016). Because government spending is inflationary, it induces
the central bank to raise rates and private expenditure is crowded out due to intertemporal
substitution. A number of recent contributions show that household heterogeneity and credit
frictions limit intertemporal substitution such that the New Keynesian model resembles the “old
Keynesian” model more closely (Gali, Lépez-Salido, and Vallés, 2007; McKay, Nakamura, and
Steinsson, 2016; Kaplan, Moll, and Violante, 2018).

Sectoral bias in government spending combined with sectoral heterogeneity in pricing
frictions has a similar effect. In a nutshell, if the government spends in relatively sticky-price
sectors compared to the private sector, monetary policy will need to respond less to fiscal stimulus
in order to keep inflation stable. This effect becomes stronger, the larger the sectoral bias for
sectoral bias implies that private expenditure is concentrated in the relatively flexible price
sector.

Importantly, a muted impact of fiscal shocks on inflation and interest rates is also consistent
with empirical observations from fiscal VARs (Mountford and Uhlig, 2009; Corsetti, Meier, and
Miiller, 2012; Ramey, 2016). Likewise, a muted response of inflation also means that the fiscal
multiplier at the zero lower bound is not much larger compared to the baseline case due to a
muted real rate response, in line with recent evidence by Ramey and Zubairy (2018). In sum,
once we modify the model to account for the heterogeneity that characterizes spending data at
the micro level, the model performance also improves at the macro level.

Our paper is also related to recent work on the effect of regional fiscal policies in monetary
unions (Gali and Monacelli, 2008; Nakamura and Steinsson, 2014; Hettig and Miiller, 2018). In
this literature, government spending is concentrated in some spatial partition of the economy,
and its composition is biased relative to the composition of private expenditures. Just as in our
analysis, the effects of fiscal policy turn out to be highly sensitive to the conduct of monetary
policy. In contrast to this earlier work, we model private expenditure as being determined at
the sectoral level rather than at the regional level. Chodorow-Reich (2019) surveys the recent
empirical work on government spending multipliers based on cross-sectional data. Last, we also
share modeling features with a number of recent papers that account for heterogeneity on the
production side across sectors and firms, tracing out the implications for the business cycle
(Acemoglu et al., 2012; Pasten, Schoenle, and Weber, 2019a,b; Bagaee and Farhi, 2020; Ozdagli
and Weber, 2017). Bouakez, Rachedi, and Emiliano (2018), in particular, study theoretically
the transmission of fiscal policy shocks in a rich model featuring heterogeneity in sector size and
input-output structure. Lastly, Woodford (2020) also investigates sectoral fiscal policy, notably
in the presence of demand failures, but his focus is on transfers rather than on government

spending.



2 Data

In the first part of this paper, we undertake a detailed analysis of the USASpending.gov
database—sketching out the heterogeneity behind some of the traditional Big G macroeconomic
characteristics, such as heterogeneity in price ridigity, consumption patterns or the size of firms
and sectors. To be perfectly clear about the external validity of our analysis with respect to total
government spending, we start out by describing how our data fit into the portion of GDP that
is accounted for by the overall government sector, “Big G.” We then detail and define several

fundamental concepts before we move on to analyzing the data.

2.1 Background on USASpending

Historically, the database we use was created in response to the Federal Funding Accountability
and Transparency Act (FFATA), which was signed into law on September 26, 2006. FFATA
requires federal contract, grant, loan, and other financial assistance awards of more than $25,000
to be publicly accessible on a searchable website, in an effort to provide transparency to the
American people on how the government spends their tax dollars. In accordance with FFATA,
federal agencies are required to collect and report data on federal procurement. Agencies must
report award data on a monthly basis through various government systems such as the Federal
Procurement Data System (FPDS-NG) for contract data and the Data Act Broker for grant,
loan, and other financial assistance data. Some agencies report frequently during a month, while
others report once a month or even less frequently if they do not issue awards on a monthly basis.
The USASpending.gov database, which the Treasury Department hosts, compiles the data from
the various government reporting systems. In addition to directly uploading the information
that the federal agencies report to systems like the FPDS-NG, the site also uses information
collected from the recipients of the awards themselves. Though FFATA was not signed into law

until 2006, data are available back to 2001 through an external organization.

2.2 A Bird’s Eye View on the Data

Since total government spending is a complex object, we provide a schematic diagram of total
government spending in Figure 1. This figure allows us to illustrate clearly how our federal
spending data fit in. As one can see, total government spending is made up of government
consumption expenditures and gross investment. The first component, government consumption
expenditures, consists of spending by government to produce and provide services to the public,
such as national defense and public school education. The second component, gross investment,
consists of spending by government for fixed assets that directly benefit the public, like highways,

or that assist government agencies in their production activities, such as purchases of military



hardware. General government consumption expenditures and gross investment include both
federal spending (about 40 percent) and state and local spending (about 60 percent).

As Figure 1 further illustrates, government consumption expenditures (CE) are equal to
gross output of the general government, less own-account investment (which is included in
gross government investment) and sales to other sectors (recorded in the private sector). Gross
output of the general government is made up of two components: value added (compensation
of general government employees and consumption of fixed capital) and government purchases
of intermediate goods and services. Gross government investment (GI) is a measure of the
additions to, and replacements of, the stock of government-owned fixed assets. It consists of
investment by both general government and government enterprises in structures (e.g., highways
and schools), equipment (e.g., military hardware), and intellectual property products (software
and R&D). It also includes own-account investment.

Federal government procurement contracts—where our focus lies—include, at the federal
level, both purchases of intermediate goods and services, as well as investment in structures,
equipment, and software. We highlight both components in red in Figure 1. Our data do not
include state or local government spending, but using detailed BEA input-output tables for the
year 2002 we subsequently verify that several of our key facts characterize state and local data
as well. Additionally, our contracts data do not include compensation of government employees
(note, they may include compensation for contractors) or consumption of fixed capital. Also,
most (though not all) government investment in R&D comes through grants, so it is also not
included in the contracts data. All in all, our procurement contracts should be approximately

equal to:

Contract Spending = CE + GI — (Value Added + R&D Investment)

= Intermediate Goods & Services Purchased + Non-R&D Investment

Figure 2 shows that contract spending lines up very well against the relevant portion of
government spending from the National Income and Product Accounts (NIPA). Solid lines in
the figure represent our data while dashed lines represent the relevant NIPA data. Moreover,
the fit is as good if we look only at the defense subsets (medium-light blue lines) or non-defense
(lightest blue lines) subsets. On average, our federal contracts data represent about 16 percent

of total government spending and 40 percent of total federal government spending.

2.3 Federal government contracts

As explained above, our data focus on a subset of total federal spending—spending on goods

and services via government contracts. The Federal Acquisition Regulation (FAR) defines these



“Contract actions” as “any oral or written action that results in the purchase, rent, or lease
of supplies or equipment, services, or construction using appropriated dollars over the micro-
purchase threshold, or modifications to these actions regardless of dollar value.” The micro-
purchase threshold is in general $3,500. As the definition suggests, the goods and services
that the government consumes through contracts span a wide range, from janitorial services
for federal buildings and IT support services to airplanes and rockets. Contracts can be short
term—e.g., a one-month contact awarded by the Department of Agriculture Rural Housing
Service to Sikes Property and Appraisal Service for single-family housing appraisals in September
2008—or longer-term relationships—e.g., the 43-year and 10-month contract awarded by the
Department of Energy to Leland Stanford Junior University for the operation and management
of the SLAC National Accelerator Laboratory. In awarding contracts, federal agencies must
abide by the guiding principles set forth in the FAR. The FAR includes directives on every
aspect of contracting, from how contracts should be structured and priced, to how they should
be solicited to promote competition and encourage small business participation. The appendix
provides further details on some of these aspects such as the types of contracts awarded, the

types of pricing contracts chosen and the extent of competition.

2.4 Details and Scope of the Data Set

The data set defined by these contracts includes the universe of federal government contracts
from fiscal years 2001 through 2018.3> On average, 3.2 million individual contract records exist
each year—with almost 5 million annual contracts toward the end of the sample period. The
contracts are awarded to over 160 thousand recipient parent companies each year, spanning over
1,000 six-digit NAICS sectors. The median contract value is $3,640, while the mean contract
value is $206,023, suggesting the distribution is heavily right skewed. The majority of contracts
(82 percent) represent positive obligations from the government to firms, but there are also
de-obligations with a negative value, which occur when a modification to an initial contract is
performed (see Section 3.3 for details).

Each observation in the data traces a contract action from its origin (the parent agency) to
the recipient firm (which can be a subsidiary of a parent firm) and the sector and zip code within
which the award is executed (see Figure A.1 in Appendix A.3 for a schematic representation
of the data at the micro level). Six variables uniquely identify each observation: (1) an award
identification number, (2) a modification number, (3) a transaction number, (4) a parent award

identification number, (5) an awarding sub-agency code, and (6) a parent award modification

3Data for fiscal years 2008-2018 can be downloaded from the “Award Data Archive” on the USASpending.gov
site. Prior to fiscal year 2008, we use the Custom Award Data download to obtain all prime award contracts for
fiscal years 2001 through 2007.



number.

In our analysis, we outline a number of facts about what we refer to as individual
contracts; firm-level statistics, which we aggregate by the recipient parent firm; and sector-level
statistics, which we aggregate by NAICS sectors. Note that most (90% of all) contracts are
single-transaction contracts. If there are multiple transactions, we use the unit of the contract
as unit of analysis. The value of each contract is given by the “federal action obligation”
pertaining to a contract—the government’s liability for a contract. Each contract is associated
with a start and end date for the period of performance (barring any subsequent modifications),
which we use to calculate “duration.” Finally, a contract will contain a “modification number”

if it includes an action that makes a change to an initial contract.

3 Facts on Government Spending

Government spending is conventionally viewed as a homogeneous good, a relatively constant
fraction of GDP that is determined by an ethereal government entity, “G.” In this section,
we describe five facts about government spending that illustrate that government spending is
in fact heterogeneous in nature. Granularity in government spending is fundamental to these
facts and echoes the recent focus on granularity in the firm-size distribution and the input-output
structure of the economy, but is distinct from it as we show below (Gabaix (2011) and Acemoglu

et al. (2012)).

3.1 Granularity

This subsection presents our first and most fundamental fact: government spending is granular.
Granularity is fundamental because it permeates our main facts. We use different methods
to establish granularity of government spending. A common definition of granularity proposes
that a few sectors or firms are disproportionately larger than others. A stricter definition of
granularity is in terms of fat tails (see, for example, Gabaix (2011)): When the size distribution
of sectors or firms exhibits fat tails, then some firms or sectors are disproportionately large and
granular at any level of disaggregation.

Government spending is granular according to these two definitions. First, it is concentrated
among a few firms and sectors where we compute their ranking according to average annual
contract value. Second, a log-normal distribution approximates the government spending

distribution well at the transaction level.

Fact 1 Government spending is granular:

1. The top 1 percent of firms receive 80 percent of all contract obligations, the top 1 percent



of six-digit sectors receive 40 percent, and the top 3 of two-digit sectors receive 70 percent

(where we define rank in terms of firm or sector sales).

2. Concentration in defense and non-defense is similar: the top 1 percent of firms capture 77
percent of government contracts in defense and 71 percent in non-defense, and the top 1
percent of siz-digit sectors 48 and 49 percent in defense and non-defense, respectively. The

top 3 of two digit sectors receive 78 and 66 percent in defense and non-defense, respectively.

3. Granularity is similar at the state and local level: the top three siz-digit sectors (top 1
percent) receive 20 percent of state and local government spending, the top 30 sectors (top

10 percent) 18 percent (compared to 30 and 82 percent for federal contracts).

4. Nearly 100 percent of the cross-sectional variation in contract spending is within firms
or sectors, rather than across, both in the full sample, in the defense sample, and in the

non-defense sample.

5. The size distribution of contracts has fat tails — in particular, it is approzimately log-

normal — both in the full sample, in the defense sample, and in the non-defense sample.

3.1.1 Spending Is Concentrated Among a Few Firms and Sectors

The first sense in which government spending is granular is that it is highly concentrated among
a few firms and sectors. The 10 largest suppliers of goods and services to the government (or top
0.01 percent) account for about one-third of total government spending, and the top 0.1 percent
of firms account for just under one-half of total government spending. Figure 3 illustrates this
unequal distribution in the left panel. To put this into perspective, we note that on average
some 140,000 firms exist in our sample each year.

A similar spending concentration exists among sectors. The right panel of Figure 3 shows
that over 60 percent of contract obligations are directed toward the top three (of 25) two-digit
NAICS sectors: 33—manufacturing; 54—professional, scientific, and technical services; and
56—administrative and waste management. The middle panel of Figure 3 shows similar patterns
at the more disaggregated sector level: the top 1 percent (of roughly 1200) six-digit sectors
account for about 40 percent of government spending, while the top 10 percent of six-digit
sectors account for over 80 percent of government spending. Figure 3 also shows that the
concentration of spending among firms and sectors has been fairly stable over time.

Our federal contracts data allow us to show that spending in non-defense does not
markedly differ from defense spending along multiple key dimensions, starting with granularity
of contracts. The patterns discussed for the full sample are reflected in both the defense

and non-defense sub-samples, with government contract spending highly concentrated among



a small percentage of firms and sectors. The top one percent of firms capture 77 percent of
the value of defense contracts and 71 percent of the value of non-defense contracts, and for
both defense and non-defense, roughly half of contract value is concentrated among the top
1 percent of six-digit sectors. At the two-digit sector level, 73 percent of defense contract
value is concentrated among the top three sectors and 64 percent of non-defense contract
value is concentrated among the top three sectors. The top 2 sectors, 33—manufacturing,
54—professional, scientific, and technical services, are the same for both defense and non-defense.
For defense spending, the complementary sector is sector 23—construction, and for non-defense
spending, the complementary sector is sector 56—administrative and waste management.
Table 1 presents these, and other, summary statistics.

While our analysis is focused on federal contracts, BEA input-output tables allow us to
show that state and local government spending is similarly highly granular at detailed sectoral
levels. According to the BEA data, the top three of 341 six-digit sectors receive 20 percent of
state and local government spending, compared to 30 percent for federal spending, and the top
30 of 341 sectors receive 78 percent of state and local government spending and 82 percent of

federal spending.

3.1.2 Large Contracts and Firms Drive Cross-sectional Variance

Another way to get at the granular nature of government spending is through a variance
decomposition of government contracts into variation that occurs within firms, and variation
that occurs across firms and similarly for sectors. A first such decomposition starts at the
contract level as the smallest unit of observation, a second with the firm. Specifically, we first
calculate:

Z Z(gif,t —G1)° = Z Z(gif,t —Gra)’ + Z Z(gf,t — 1)

foief foief foief

Within Firm Across Firm

where g;r; is the total spending amount on individual contract ¢ at firm f at date ¢, gy,
is the firm average at date t, and g; is the overall average at date ¢. Figure 4 shows this
decomposition for all contracts in the left panel, for the top 20 percent of contracts (which
represent 97 percent of the total value of contracts) in the middle panel, and for the bottom
80 percent of contracts in the right panel. When we look at the within-firm versus across-firm
breakdown for all firms, almost 100 percent of the variation is “within”—meaning substantial
variation exists in the range of contract sizes that an individual firm receives, which completely
outweighs any variation in the size of contracts across different firms. The fat right tail of the
contracts data fully drives this result. The same results hold not only for the full sample, but

also if we consider only defense or non-defense contracts. Figure A.12 in the appendix illustrates
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this result.

The empirical variance at the most granular level is large and dominates this decomposition.
The left pane